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1 Introduction

The importance of match-specific heterogeneity in worker productivity has been the

focus of many studies in economics. In particular, there is an extensive theoretical

literature that has analyzed worker-firm match effects from multiple perspectives (e.g.,

Mortensen and Pissarides (1994); Bowlus (1995); Moscarini (2005); Nagypál (2007);

Eckstein and van den Berg (2007); Rogerson et al. (2005)). Undoubtedly, measuring

and understanding heterogeneity in worker productivity is critical for the optimal

design of retention, promotion, and hiring policies. However, due to a lack of data

that facilitates credible identification, quantitative evidence on the importance and

size of these effects has been less prevalent.

The primary shortcoming in most databases is a lack of direct and consistent mea-

sures of worker-level task productivity. Capturing worker productivity through wages,

as is the case with most matched employer-employee databases, is difficult because

there are many aspects of wage setting policies that are unrelated to productivity.

Furthermore, given the relative infrequency of wage adjustments by firms, workers

can often be reassigned to new tasks with no corresponding change in their wage to

reflect their productivity on the new task. This makes linking observed wages with

the worker’s task assignment more challenging, which becomes even more opaque

when workers are assigned to teams or there exist other sources of spillovers across

workers.

The educational sector is an exception to these data-related constraints. The

large-scale implementation of standardized testing to hold teachers accountable for

the performance of their students has led to large databases that collect detailed

teacher-student level data. Moreover, the self-contained nature of classrooms in el-

ementary schools, where usually a single teacher is responsible for student learning

throughout the entire day, mitigates concerns about spillovers across workers in pro-

duction. Finally, standardized tests in set intervals mean that all teachers are tasked

with the same objective and are consistently and universally evaluated. Thus, these

specific features of the education context make it an ideal setting to study the role of

match effects in teacher productivity.

Quantifying match effects in teacher productivity will offer deeper insights into the

determinants of teacher effectiveness, and it also has important policy implications

from both efficiency and equity perspectives. For example, knowing which students a
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teacher has a comparative advantage in teaching can lead to more efficient allocations

of teachers to students, which can improve overall student test scores. Furthermore,

match effects may differ across groups of students in a systematic way, which will

illuminate which students are most impacted by the assignment of a well or poorly

matched teacher.

The preeminent framework for estimating teacher-level productivity effects are

teacher value-added models (VAM).1 However, this foremost approach, which has

been at the center of many policy recommendations (Hanushek, 2009; Chetty et al.,

2014), has generally assumed that teacher effectiveness is constant across students,

disregarding the role of teacher-student interaction effects.2 The omission of match

effects within the VAM framework is surprising given that a number of papers have

shown their relevance. For example, Lusher et al. (2018); Gershenson et al. (2018);

Gong et al. (2018); Lavy (2015) document that certain teachers are more effective

at teaching students of their same gender or race, and Steinberg and Garrett (2016);

Aucejo et al. (2019); Graham et al. (2020) show that some teachers have a teaching

style that is better suited for high-achieving classrooms. However, while these papers

establish the presence of match effects, their scope is more limited as they reduce

matching to a single dimension and only focus on estimates of average match effects

in the population rather than estimates of match effects at the teacher level. Thus

the current literature has yet to fully characterize the degree of matching in the

population, as well as fully assess the policy importance that it brings to bear.

In this paper we develop and estimate a teacher productivity model that accounts

for multi-dimensional student-teacher match effects. In our model, each teacher is

characterized by a unique vector of match coefficients that interact with an array of

student characteristics, which allows a teacher’s effectiveness to differ across students.

We propose a maximum likelihood based estimator that recovers the entire joint

distribution of match coefficients that imposes minimal distributional assumptions.

Our model nests as special cases both the traditional value-added model as well as

1Koedel et al. (2015) provide an extensive literature review on value-added models. Student
achievement is usually a function of lagged student performance, a vector of student, classroom,
and school characteristics, and an error term that comprises a teacher value-added (VA) term (i.e.,
productivity) and an idiosyncratic shock.

2An important exception is Jackson (2013) who separates teacher value added into a teacher
component and a teacher-school match component. Abdulkadiroğlu et al. (2020) also allow for
match effects but between students and schools, where certain schools may be more effective for
specific types of students.
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previous approaches to matching in the literature, which allows us to make direct

comparisons between our estimates and these other models. Finally, our empirical

strategy generates estimates of the match coefficient values for each teacher in our

sample that allows us to conduct a wide range of policy analyses to fully leverage the

usefulness of the matching framework.

We estimate our model using reading and math scores from fourth and fifth grade

students in North Carolina. We allow teacher match effects across a full set of student

characteristics including the student’s prior achievement, gender, race, and a proxy

for family income (i.e., free or reduced price lunch status, FRL). We find that match

effects are a significant component of teacher productivity. We can reject the null

hypothesis of constant teacher effectiveness across students, which is assumed by the

traditional value-added model, for more than 85% of teachers in our sample, both in

reading and math. These match effects are large, where for the median teacher, the

difference in student test scores for a student that is well match versus poorly matched

is at least 0.1σ test score units for both reading and math. While the importance

of matching is similar for both math and reading, we find critical differences in the

sources of matching. Match effects in reading are mainly driven by matching on

prior achievement. For math, matching on demographics (i.e., gender, race, FRL) is

more relevant, although its importance is about one-half that of matching on prior

achievement.

Finally, while we find that the primary source of matching for both reading and

math centers on student prior academic achievement these effects are not evenly

distributed between high and low ability students. We find that match effects are

most important for low-achieving students, especially in reading, where the difference

in student test scores between an effective and ineffective teacher is twice as large

as the difference for high-achieving students. These results show that there is much

greater variability among teachers in their effectiveness for teaching under-performing

students, which suggests that schools or districts with a greater proportion of low-

achieving students will have a more challenging time of identifying effective teachers.

However, once effective teachers are identified, they have the capacity to generate

outsized test score gains for these students.

Using the results from our model we conduct two policy analyses. First, because

class sizes are around 20 students, it is not possible to achieve balance across class-

rooms within a school in the full dimension of student characteristics. This variation
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in classroom composition within a school, whether due to randomness or design, im-

plies that because of the match effects, each teacher will have a comparative advantage

for one of the classrooms within the school and there exists an optimal allocation of

teachers to classrooms that maximize student outcomes. Holding fixed the compo-

sition of classrooms within school in the data and the teachers within school, we

quantify the student test score gains had teachers been optimally allocated to class-

rooms according to their comparative advantage. Relative to the original allocation

of teachers to classrooms, we find potential average school test score gains of approx-

imately 0.015 standard deviations for both reading and math. The size of this effect

is equivalent to adding approximately 15 days of instruction in a school year but at

zero cost.3 Moreover, we show that the gains can be as large as 0.05 of a standard

deviation in some schools. The large heterogeneity in the reallocation effects across

schools depends on a number of within school factors, which include the differences

in the composition of students across classes, the differences in match coefficients be-

tween teachers within school, and the degree to which teachers are already optimally

allocated. These three components are more likely to manifest in favor of bigger

gains in larger schools with more classrooms, where there is likely more variability

in classrooms, greater differences among teachers, and less chance that teachers are

originally optimally allocated.

Our second policy analysis uses the results from our model to assess proposals that

have been made in the literature to rank teachers based on value-added. For example,

Hanushek (2009) and Chetty et al. (2014) have proposed using traditional value-added

estimates to rank teachers and use these rankings to replace less effective teachers

(i.e., those in the bottom 5% of the teacher value-added distribution). However, our

results show that a teacher’s effectiveness can be heavily influenced by the students to

whom they are assigned, which is completely overlooked by these traditional rankings.

In fact, we show that almost one-quarter of teachers would experience more than a

5 point increase in their percentile rank in reading if they were assigned a different

classroom in their school.4 We conclude by proposing an alternative method to rank

teachers based on an expected utility framework that explicitly accounts for match

effects and is invariant to idiosyncrasies in classroom assignment.

3Aucejo and Romano (2016) show using the same database used in this paper that the effect of
adding 10 days of class increases math test scores by 0.008 of a standard deviation.

4Condie et al. (2014) is an early attempt to analyze how teacher heterogeneity may bias value-
added results, leading to incorrect ranking of teachers.
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The rest of the paper is organized as follows. Section 2 describes the data. Sec-

tion 3 presents the matching framework and outlines the estimation strategy. Sec-

tion 4 describes our empirical specification. Section 5 presents our main results.

Section 6 studies whether teacher reallocation can lead to student gains. Section 7

explores the sensitivity of teacher rankings to reallocations within a school and pro-

poses an alternative approach to rank teachers. Finally, Section 8 concludes.

2 Data

To investigate teacher-student match effects for student test scores, we use data from

administrative records maintained by the North Carolina Education Research Data

Center. This longitudinal database provides information teachers and students from

all public schools in the state. Teachers can be matched to their students, and students

can be followed year-to-year and grouped into classrooms, as long as they stay within

the NC public education system.

Our sample covers the academic years 2007/08 to 2013/14, and we focus our anal-

ysis on grades 4 and 5.5 Panel A of Table 1 provides teacher-year level information.

The average teacher is female, white, and has similar tenure at the current school/job

compared to the median American worker, as measured by the 2018 Current Popula-

tion Survey of civilian non-institutional population age 16 and over. Approximately

90% of teachers are females, 15.4% are minority-status, and average tenure at her

current school is roughly four years. Panel B presents student-year summary statis-

tics. Around 50% of the student-year observations in our sample are females, 44%

minorities, 53% are labeled as free or reduced price lunch (FRL) status, and 6.3%

show limited English proficiency (LEP).6

How students are organized into classrooms will have a large impact on the im-

portance of teacher-student matching. If all classrooms have an identical distribution

5While our data includes grades 3 to 12, we do not include third graders because end-of-year
exams are not administered to second graders, which is a necessary component for our model. We
exclude middle and high school grades because education production, test score growth, for students
is spread across many teachers throughout the school day which makes it difficult to assign credit
for education production to a single teacher because of possible spillovers. For similar reasons, we
restrict our elementary school teacher sample to only those who are in charge of a single group of
students in a “self-contained” classroom throughout the school day (with the exception of physical
education or arts classes).

6We do not report the mean and standard deviation of math and English scores because they
have been standardized (i.e., mean zero and standard deviation one by grade and year).
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Table 1: Summary Statistics

Mean Std. Dev.

Panel A: Teacher-Year-Level (N=50,534)

Female Teacher 0.902 0.297

Minority Teacher 0.154 0.361

Years of Experience 11.548 8.674

Tenure at Current School 3.933 4.233

Panel B: Student-Year-Level (N=997,417)

Female 0.498 0.500

Minority 0.438 0.496

FRL-status 0.533 0.494

LEP 0.063 0.242

Lagged Reading Score -0.0045 0.9960

Lagged Math Score -0.0031 0.9970

Panel C: Classroom-Year-Level (N=56,462)

Class % Female 0.489 0.198

Class % Minority 0.471 0.331

Class % FRL-status 0.573 0.299

Class % LEP 0.065 0.125

Class Size 19.1 11.3

Avg. Lagged Reading Score -0.100 0.645

Avg. Lagged Math Score -0.097 0.646

Panel D: School-Year-Level (N=8,950)

Enrollment 111.4 65.8

Teacher count 6.2 3.4

Panel E: District-Year-Level (N=830)

Enrollment 1201.7 2090.0

Teacher count 62.2 111.3

Note: Summary statistics corresponding to grades 4 and 5 in the academic years 2007/08
to 2013/14. Panels A through E show teacher-year, student-year, classroom-year, school-
year, and district-year summary statistics, in order. Each teacher-year is matched to a
classroom. Teacher experience only refers to the period of time in which the teacher draws
a salary from the NC Department of Public Instruction. FRL denotes free or reduced-price
lunch, LEP corresponds to limited English proficiency, Minority includes all non-white,
non-Asian students/teachers. Reading and math scores have been standardized with mean
zero and standard deviation one by grade and year as it is usually done in the literature.
Finally, class % denotes classroom characteristics for a given teacher-year observation.
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of students, then a teacher’s effectiveness would be the same in every classroom and

no comparative advantage would exist. However, if there is large variation in class-

room compositions, then this opens up the scope for match effects. Panel C reports

classroom level statistics for our sample, where the average classroom seats around

19 students. Panel C shows that there is a substantial amount of heterogeneity in

classrooms in terms of these observed student characteristics. For example if students

where randomly assigned to classrooms, then we would expected very low variability,

measured by the standard deviation in Panel C, in the average classroom characteris-

tics. The fact that there is such large variability across classrooms in these dimensions

suggests that match effects could play a meaningful role in education production.

Finally, Panels D and E show the spread of teachers and students within the

approximately 1,300 schools contained in 120 school districts. The average school has

6.2 teachers in charge of about 114 4th and 5th grade students. These schools are

arranged into districts, with the average district containing about 11 schools and 62

teachers educating 1,202 students. Districts vary greatly in size as well. The smallest

district has a single school with less than twenty 4th and 5th grade students, taught by

one teacher. The largest district contains 106 elementary schools with approximately

900 teachers in charge of 18,100 4th and 5th grade students. We demonstrate later

that efficacy of policies that exploit our predictive model of teacher productivity is

dependent on the size and composition of the class, school, and district.

3 Conceptual Framework and Methods

3.1 Matching Framework

In this section we extend the traditional teacher value-added framework to incorporate

teacher-student match effects. We are interested in modeling the determinants of Aijt,

the test score of student i if they are assigned to teacher j in year t, which we assume

can be represented as:

Aijt = x′itα + δj0 +
K∑
k=1

zitkδjk + νit (1)

The first term in Eq. (1) captures aspects of student test scores that are deter-

ministic and not unique to a specific student-teacher assignment, where xit is a vector
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of observed student, teacher, classroom, and school attributes and α denotes the in-

fluence of these attributes on test scores. The second and third terms in the equation

represent the components of a student’s test score that are influenced by the teacher

with whom they are matched. There are two components to a teacher’s contribution

to test scores. The first is a level effect, δj0, which has an equal effect across all

students. The second is a match effect,
∑K

k=1 zitkδjk, which depends on K student

attributes, {zitk}Kk=1, where δjk measures how productive teacher j is at teaching stu-

dents with attribute k.7 In practice, xit includes a constant and {zitk}Kk=1 ⊆ xit, so

α contains the average level effect and average effect of zitk on test scores, and δjk

represents teacher j’s deviation from the average effect. {zitk}Kk=1 can also include

functions of student characteristics. For example, in our empirical specification we

include the student’s lagged test score and lagged test score squared. The variance of

δjk is of central interest because it describes the degree of heterogeneity in the teacher

population for teaching students with attribute k and will be the primary basis of

determining how important teacher-student assignments are to overall student test

scores.8 The final component in Eq. (1), νij, is an idiosyncratic shock to student test

scores that is independent of the other variables in the model.

In the matching framework, we can define the value-added of teacher j when

assigned to student i as:

V Aij = δj0 +
K∑
k=1

zitkδjk

7The teacher-student matching on observables model of Lusher et al. (2018); Gershenson et al.
(2018); Gong et al. (2018); Lavy (2015) are restricted versions of Eq. (1) because they recover
an average match effect in the population rather rather than idiosyncratic teacher-student specific
interactions. These papers do not generally include teacher level effects, δj0, and the teacher match
effects, δjk, are parametric functions of teacher observables. For example, exploring whether female
students learn more when they have a female teacher compared to a male teacher, these models
assume zitk is an indicator for the gender of student i and the match effect is parameterized as
δjk = gjβ, where the match effect is defined by an indicator for the teacher gender, gj and a
population average match parameter β. In contrast, in our matching framework, zitk may still
represent student gender, but the match effect δjk is estimated directly from the data without
imposing any restrictions on the determinants of a teacher’s comparative advantage. The population
parameter β, the average match effect for teachers with gj = 1 for attribute k, could then be

calculated directly from our estimates as β = (
∑J
j=1 δjkgj)/(

∑J
j=1 gj).

8As we discuss in Section 6, overall test score gains from reallocating teachers can only be achieved
through better teacher-student matching. The level effect cannot produce net gains on its own
because switching teachers across classrooms would be a zero-sum game (conditional on keeping
class size constant).
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In the case where all of the match coefficients are zero (i.e., δjk = 0 ∀ k), then this

equation only contains the level component, δj0, and reduces to the traditional value-

added model, for example Chetty et al. (2014).9 Thus for comparison, throughout this

paper we refer to the special case of the traditional vale-added model as a level-only

model.

3.2 Estimation

For each teacher, let δj = [δj0 δj1 δj2 · · · δjK ]′ represent their vector of teacher

specific coefficients in Eq. (1). Our goal in estimation is to recover the population

distribution of these match coefficients. The properties of this distribution are of

central importance and will allow us to characterize the role of matching. Let f(δ|Ψ)

denote the probability density function of the match effects in the population, which is

characterized by the unknown parameters Ψ. A common approach in the value-added

literature is to assume that the value-added coefficients are normally distributed, i.e.,

δ ∼ N(γ,∆) and f(δ|Ψ) represents the density function of a normal distribution with

Ψ = {γ,∆} containing the mean and variance parameters.10 While the normality as-

sumption is widely used, its imposition has two major drawbacks. First, it limits our

ability to understand the true nature of these coefficients. For example, distinguishing

between skewed distributions, distributions with many outlying observations, multi-

modal distributions, or distributions with relatively flat surfaces is directly relevant

to understanding the impact teachers have on student test scores. These distinctions

become even more important in our setting where the components of value-added are

multidimensional and the relationship among the variables can potentially take many

complex shapes.

The second shortcoming of assuming normality in the population distribution

f(δ|Ψ) is that in the value-added literature a primary use of this distribution is in

constructing best linear unbiased predictors (i.e., shrinkage estimators), which use the

population distribution to form posterior probability distributions of each teacher’s

9The interpretation of δj0 changes when all or some of the match effects are removed. For
example, in the matching model, while δj0 affects the overall level of a teacher’s contribution to a
student’s test score, it also serves the role as the specific contribution of the teacher to a student’s
test score when the student has zik = 0 ∀k. In a model that ignores the match effect entirely, δj0 is
the teacher’s contribution to all students’ test scores.

10While many studies use the methods of moments to estimate the variance of teacher effectiveness,
the main findings are interpreted under the assumption of normality.
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value-added. Recently Gilraine et al. (2020), using a maximum likelihood proce-

dure to estimate a non-parametric VA model, show that in the level-only value-added

model, if the true value-added distribution is non-normal, then imposing normality in

the empirical Bayes estimator can lead to significantly inaccurate estimates. Again,

this issue may become even more prevalent in our setting where value-added is mul-

tidimensional and potentially many of the components of the underlying value-added

process may be poorly approximated by a normal distribution.

To allow for a more flexible distribution and to avoid misspecification, we extend

the value-added literature and model the population distribution of δ using a C

component mixture of normals. Specifically, the probability density function of these

coefficients is f(δ|Ψ) =
∑C

c=1 πcφ(δ|γc,∆c), where C is the number of components

in the mixture, π is the share parameter for each component, and φ(δ|γc,∆c) is

the probability density function of a multivariate normal with component specific

mean γc and covariance ∆c. A Gaussian mixture is an ideal choice in this setting

because it allows the researcher to relax the assumption of normality in a way that

can be highly tailored to each research setting. This is particularly important when

there are limited data, and the researcher must be conservative with the number

of parameters.11 In these situations, not only can the researcher choose a smaller

number of components for the mixture, but it is also possible to reduce the number

of parameters by placing constraints on the covariance matrices, ∆, for example, by

assuming a shared covariance matrix across all components or assuming diagonal

covariances. On the other hand, in larger data sets with greater statistical power,

parsimony is less important and a larger number of components can be used with

very flexible covariance matrices. In these situations the Gaussian mixture will be

able to approximate a wide range of distributions.

Our estimation strategy is similar in nature to the approach taken in the value-

added literature, which takes a two-step approach. In the first step we estimate δj by

least squares in Eq.(1), which takes the form of an interacted fixed effects regression.

11The ability to relax the normality assumption while keeping the number of parameters man-
ageable is particularly important in our context given that δ is multidimensional. For example, the
non-parametric estimator in Gilraine et al. (2020), which is primarily suited for ‘big data’ applica-
tions, uses 5,000 points to approximate the distribution in a level-only value-added model. Extending
this approach to the multi-dimensional setting quickly becomes infeasible because of the curse of di-
mensionality. In our specific empirical context, where each teacher is associated with six coefficients,
this approach would require estimating 5, 0006 = 1.5625e22 parameters to achieve similar coverage
across the six dimensions.
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This regression provides a point estimate δ̂j for each of the J teachers in the sample.

Under the classical assumptions that the error term ν in Eq.(1) is mean independent

and normally distributed, these estimates will be unbiased and normally distributed

such that δ̂FEj ∼ N(δj, Σ̂j), where Σ̂j represents the variance-covariance matrix of the

point estimate. We discuss the implementation and sampling distribution of the fixed

effects estimator in Appendix A.

In the second step we use these point estimates, which represent noisy signals of

the true match effects, to estimate the underlying population distribution of match

coefficients. We depart from the previous literature and use maximum likelihood to

estimate the parameters of the Gaussian mixture.12 Maximum likelihood estimation

is an attractive approach to these problems because of its simplicity, efficiency and

flexibility. Let h(δ̂FEj |δj, Σ̂j) denote the density function of the point estimate and its

relationship to the true underlying match effects δj. In the second stage we estimate

the population parameters of the distribution of match coefficients by maximizing

an integrated likelihood function, which accounts for the sampling error in the fixed

effect estimates:

Ψ̂ = argmax
Ψ

J∑
j=1

ln

(∫
h(δ̂FEj |δ, Σ̂j)f(δ|Ψ)dδ

)
(2)

Where f(δ|Ψ) =
∑C

c=1 πcφ(δ|γc,∆c) and Ψ = {πc, γc,∆c}Cc=1.

Maximum likelihood estimation of Gaussian mixture models is a well-studied

problem, where most software for estimating these models relies on the expectation-

maximization (EM) algorithm (Dempster et al., 1977). If a random sample of δ was

observed, its distribution could be estimated with these standard methods. Unfor-

tunately, since δ is not directly observed, the distributional parameters need to be

estimated from the fixed effect estimates, δ̂FEj , which are noisy estimates of the true

effects; thus, it is not possible to use off-the-shelf algorithms. In Appendix A we

show how the traditional EM algorithm can be modified to estimate Gaussian mix-

ture models even in situations with imperfectly observed data, which produces an

iterative algorithm that is as simple to implement as the case where the actual data

12The previous literature which has primarily focused on univariate, normally distributed value-
added has used simple method of moments to estimate the parameters of these distributions (Koedel,
2009; Guarino et al., 2015). Since the normal distribution only requires the first and second moment,
the method of moments estimator is a reasonable approach in these situations. However, the method
of moments does not generalize to more flexible distributions, for example, the Gaussian mixture.
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values are observed.

3.2.1 Posterior Distributions and Best Linear Unbiased Predictors

For policy analysis it is useful to identify the likely values of each individual teacher’s

value-added coefficients. These analyses can be conducted by constructing posterior

probability density functions for each teacher. The posterior distributions bring to-

gether each individual teacher’s fixed effect estimates along with information about

the distribution of the match coefficients in the population to create a distribution

of plausible values of their value-added coefficients given the data, p(δj|δ̂FEj , Σ̂j, Ψ̂).13

The sampling error of the individual teacher’s fixed effect, Σ̂j, plays a more prominent

role in these distributions than it does for the estimator in Eq. (2).14 Because the

fixed effects are identified from within teacher variation their precisions depends on

the number of students the teacher has and the covariability / collinearity of the char-

acteristics that contribute to the match effect among the students in the classroom.15

For teachers that have few students or little variability in the characteristics across

students taught, their fixed effects will be imprecisely estimated and these posterior

distributions rely more heavily on the information prior and less on the point esti-

mate. As the sampling error of the fixed effect estimate decreases, the fixed effect

estimate becomes more relevant for these distributions, and there is less reliance on

the prior.

Because the posterior distributions potentially rely heavily on the population dis-

tribution, if the population distribution is incorrectly specified, then the posterior

distributions will be incorrect. Addressing this problem is one of the motivations for

using the Gaussian mixture because it provides more flexibility. Given the first stage

estimates for each teacher δ̂FEj and Σ̂j, and the population parameter estimates, Ψ̂,

the posterior distribution for δj will also be a C component Gaussian mixture follow-

13Formally, for any general distribution f(δ|Ψ̂), these densities take the form:

p(δj |δ̂FEj , Σ̂j , Ψ̂) =
h(δ̂FEj |δ, Σ̂j)f(δ|Ψ̂)∫
h(δ̂FEj |δ′, Σ̂j)f(δ′|Ψ̂)dδ′

14Eq. (2) combines information from a large number of teachers. Therefore, the fact that each
individual teacher’s coefficients are measured with error has little effect on the estimates of Ψ.

15In Appendix A we derive and discuss the determinants of the variance-covariance matrix for the
fixed effect estimates.
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ing

p(δj|δ̂FEj , Σ̂j, Ψ̂) =
∑C

c=1 qjcφ(δ|Ejc, Vjc) (3)

where

qjc =
π̂cφ(δ̂FEj |γ̂c, ∆̂c + Σ̂j)∑C

c′=1 π̂c′φ(δ̂FEj |γ̂c′ , ∆̂c′ + Σ̂j)

Ejc = γ̂c + ∆̂c(∆̂c + Σ̂j)
−1
(
δ̂FEj − γ̂c

)
Vjc = ∆̂c − ∆̂c(∆̂c + Σ̂j)

−1∆̂c

(Posterior Distribution Gaussian Mixture)

E(δj|δ̂FEj ) =

∫
δ p(δ|δ̂FEj , Σ̂j, Ψ̂)dδ

=
C∑
c=1

qjcEjc

(BLUP Gaussian Mixture)

The elements describing the distribution in Eq. 3 include, qjc, the probability that

teacher j belongs to component c, Ejc, the expected value of δj given j belongs to c,

and Vjc, the uncertainty of δj given that j belongs to c. Each of these elements are

directly tied to the sampling error of the individual teacher’s fixed effect estimates.

If the sampling error is very large, then the component parameters in Eq. 3 will

approach the population component parameters Ψ. As the sampling error falls, the

posterior distribution approaches a mass-point at the fixed effect estimate.

How the distributions in Eq. 3 are used will depend on the purpose of the exer-

cise. It is common in the value-added literature to focus on the expected value of the

posterior distribution E(δj|δ̂FEj ). These expected values are the best linear unbiased

predictors (BLUP) of the individual teacher’s value-added coefficients. For our anal-

ysis on the gains to re-allocating teachers across classrooms we use the entire density

to characterize the gains. However, for the analysis on teacher rankings we use the

best linear unbiased predictor to assign a single set of coefficients to each teacher.
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4 Empirical Specification

We estimate the matching model separately for reading and math. We standardize

the student test scores, Aijt, by subject, grade and year to have mean zero and

standard deviation one. In the observed controls, xit, we include a vector of student

characteristics including a linear and quadratic in lagged math and reading scores as

well as indicator variables for gender, race, FRL-status, and LEP. We also include

classroom averages and school averages for each of these eight student characteristics.

In addition, we control for a linear and quadratic in class size and school size as well

as year and grade effects. Finally, because we observe teachers for multiple years

we can identify time-varying teacher characteristics separately from δj0, so we also

control for teacher experience.

Our empirical specification allows for teacher-student match effects with the stu-

dent’s same subject lagged test score (Ai,t−1), the square of lagged test score, indica-

tor variables if the student is female (FEMi), Black, Hispanic, multi-racial, or Native

American (MINi), and free or reduced price lunch status (FRLi).
16 Thus, student

i’s test score, when they are assigned teacher j in year t will take the form:

Aijt = x′itα + δj0 + Ai,t−1δj1 + (Ai,t−1)2δj2 + FEMiδj3 +MINiδj4 + FRLiδj5 + νit

(4)

And the value-added will be:

V Aij = δj0 + Ai,t−1δj1 + (Ai,t−1)2δj2 + FEMiδj3 +MINiδj4 + FRLiδj5 (5)

The match effects in Eq. (4) cover all of the student characteristics available in

our data that have sufficient variation to be identified.17 The included interaction

variables cover a robust set of student characteristics that embody multiple channels

of potentially meaningful match effects. To test whether the multiple matching effects

16All of these variables are also included in xit, so in estimation we impose
∑J
j=1 δjk = 0 for each

k and the corresponding components of α represent the average effect of zitk on test scores.
17The only student characteristic that we did not include in the match effects is limited English

proficiency (LEP) status. As shown in Table 1, only 6.3% of students are classified as LEP. Therefore,
many teachers in our sample are not observed teaching LEP students, so identifying the match effects
for these teachers would not be possible. Finally, very few students (less than 1.7%) have the same
teacher in different academic years which avoids concerns of biases that could arise from estimating
dynamic panel models with fixed effects.
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contribute to a better fit of the data, we estimated simpler specifications with fewer

match effects and found that the richer model had a better fit, even after adjusting

for the loss of degrees of freedom from the additional parameters.18

For our empirical results, we model the distribution of the six-dimensional vector of

teacher value-added coefficients using a four component mixture with a full covariance

in each component, which comprises 113 parameters. A useful feature of the two-step

approach is that re-estimating the distribution of the value-added coefficients does

not require re-estimating the least squares model from the first stage. That is, the

fixed effect model can be estimated once, and then the value-added measures and

distribution of the matching effects can be estimated under multiple scenarios to

identify the distribution that best fits a given data set. In our case, we chose a four

component mixture based on the Akaike information criterion (AIC) from competing

models.19

We use the full sample of teachers in the least squares estimation in the first

stage.20 In the second stage, for the estimation of the population distribution of

the value-added coefficients, it is common in the value-added literature to only use

teachers that have more than a minimum number of observations in the sample, where

it can be assumed that the least squares estimates, δ̂FEj , are reasonably precise. We

use a similar approach, where in the estimation of the population distribution of

value-added as well as our policy simulations, we only use teachers that have 30 or

more observations across all years in the sample and where Zj is full rank.21

While the population distributions of the teacher value-added components (δj)

are mainly identified from combining information of a large number of teachers, the

18Appendix Table 8 shows the model mean squared error and adjusted-R2 for models when the
match effects are added one at a time. The model with all of the matching effects performs best in
terms of these fit statistics.

19Appendix Table 9 shows the model fit for multiple specifications. For reading, the 5 component
mixture was slightly preferred by AIC, while math had similar AIC for the 3 component and the 4
component model. Because we make comparisons of teacher value added between math and reading
in our analysis, we want to use the same complexity in the value-added distributions for both models,
so we settled on the 4 component mixture.

20We even use the teachers with rank(Zj) < (K + 1) where we simply drop the collinear columns.
Although we will not be able to create value-added estimates for these teachers in the second stage,
it is still useful to keep them in the regression because they can contribute to the estimation of α,
which is identified from within and between teacher variation.

21We also imposed that the reciprocal condition of (Z ′jZj) is greater than machine precision to

insure the accuracy of the calculation of (Z ′jZj)
−1 and remove teachers where Zj is barely full rank.

However, this condition was not binding once we conditioned on the other criteria.
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precision of the posterior distribution is determined by the amount of noise in the

fixed effect estimates, which is captured by Σj in Eq. (7).22 If the teacher has

many observations, significant observed variability in the columns of Zj, or low multi-

collinearity of the columns of Zj, then Σj will be relatively small and the posterior

distribution more precise. We summarize the within-teacher variability of the student

characteristics used to estimate the matching model in Table 2. For each teacher we

calculate the fraction of female, minority, and FRL students, as well as the standard

deviation of the lagged reading and math scores. Table 2 shows the percentiles of

these summary measures among the population of teachers in our estimation sample.

The median teacher teaches a population of students that is very similar to the

overall population of students as reported in Table 1. As an example, for the median

teacher, 54.5% of students are FRL, which is very similar to the population fraction

0.533. Similarly, the standard deviation of lagged reading scores among students for

the typical teacher is 0.8914, which is very close to one, the standard deviation of

lagged reading score in the entire population. Overall, this table shows that we have

significant within-teacher variability in the student characteristics used to estimate the

matching model. This should not be surprising given that the student characteristics

considered in the analysis are evenly distributed in the student population (i.e., 49%

of the students in the sample are females, 44% are minorities, and 53% are labeled as

FRL-status).

To conclude, Appendix D provides a thorough discussion on identification threats

due to omitted variable bias and presents results from placebo tests proposed by

Chetty et al. (2014) and Rothstein (2017) that validate our estimates.

5 Results

5.1 Distribution of Value-Added Coefficients

This section describes the estimates of the population distribution of the value-added

coefficients.23 Equation (5) shows a teacher’s value-added is characterized in six

22Appendix B shows that while the matching model requires a larger number of fixed effects per
teacher to be estimated than the level-only model, both empirical frameworks show similar sampling
error associated with the estimates.

23The coefficients corresponding to the control variables (i.e., xit) included in Eq.(4) are reported
in Appendix Table 10.
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Table 2: Summary of Student Variability Among Teachers

Teacher Percentile

10th 25th 50th 75th 90th

Fraction Female 0.4314 0.4651 0.5000 0.5333 0.5667

Fraction Minority 0.1087 0.2121 0.4094 0.6596 0.8649

Fraction FRL 0.2045 0.3590 0.5455 0.7216 0.8596

SD Lagged Reading Score 0.7236 0.8057 0.8914 0.9799 1.0710

SD Lagged Math Score 0.7371 0.8136 0.8916 0.9712 1.0450

Note: For each teacher we calculate summary statistics for the variability in Zj and
compare the variability across teachers. The numbers in the table correspond to the
percentile values among the population of teachers in the data for each measure of
variability.

components. Figure 1 plots the probability density function of each of the valued-

added coefficients from the estimated Gaussian mixture for reading and math, while

Table 3 shows the estimated standard deviation and interquartile range (25th to 75th

percentile) associated with each of these distributions.24 The first takeaway from the

density plots is that the variation across teachers in the individual match coefficients

is large, and Table 3 shows that both measures of scale are statistically different from

zero for all coefficients. Moreover, the density plots show that the shapes of these

distributions are extremely diverse, which underscores the importance of estimating

them with a flexible distribution. While the distribution of the level effects for reading

24The correlations of the value-added coefficients are reported in Table 11 in the Appendix. Our
maximum likelihood estimator assumes that the distribution of the value-added coefficients follows a
four component Gaussian mixture and that the fixed effect point estimates are distributed multivari-
ate normal. As a robustness check we estimated the population covariance matrix of the value-added
coefficients using method of moments (i.e., Cov(δ) = Cov(δ̂FE) − E(Σ̂)), which relies on neither of
these assumptions. The standard deviations of the estimated covariance matrix are reported in
Table 12 in the Appendix. These estimates are very close to the values in Table 3, which suggests
that these assumption are reasonable. However, a notable exception is that the method of moments
produced negative variance estimates for two of the coefficients in reading. This is due to the fact
that the method of moments does not guarantee to produce a positive semi-definite covariance ma-
trix. Our estimator on the other hand guarantees a positive semi-definite covariance matrix, allows
us to recover the entire distribution of these parameters as plotted in Figure 1, rather than only the
second moment, and will provide for more accurate posterior distributions because it allows for a
more flexible prior.
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Table 3: Standard Deviation and Interquartile Range of Value-Added Coefficients

Level
Effect
(δj0)

Lagged
Score
(δj1)

Lagged
Score

Squared
(δj2)

Female
(δj3)

Minority
(δj4)

FRL
(δj5)

Reading

Standard Deviation
0.122
(0.002)

0.071
(0.001)

0.063
(0.001)

0.040
(0.002)

0.060
(0.003)

0.053
(0.003)

Interquartile Range
0.152
(0.003)

0.045
(0.002)

0.038
(0.002)

0.017
(0.004)

0.024
(0.005)

0.031
(0.006)

Math

Standard Deviation
0.224
(0.002)

0.046
(0.001)

0.034
(0.001)

0.036
(0.002)

0.055
(0.003)

0.042
(0.003)

Interquartile Range
0.295
(0.004)

0.056
(0.003)

0.038
(0.002)

0.042
(0.004)

0.062
(0.005)

0.049
(0.005)

Note: Standard deviation and interquartile range (25th to 75th percentile) of the matching
model estimates (δj). The top panel corresponds to reading while the bottom panel corre-
sponds to math. Standard errors are in parenthesis which are constructed using 200 bootstrap
samples (see Section A.3).

and math are approximately normal, there are significant deviations from the normal

distribution in the other coefficients. For example, the coefficient on the squared

term on lagged score for reading is bi-modal, the coefficient on minority for math has

a noticeable positive skew, and the coefficients for reading on female, minority, and

FRL-status are significantly more peaked than a comparable normal distribution.25

Second, our method recovers the full distribution of these coefficients, where as the

previous literature has centered around estimation of the second moment only. While

the standard deviation is a well-behaved statistic for distributions with few outliers,

like the normal distribution, for other distributions it can be a misleading measure of

spread as it is very sensitive to outliers. This is evident in our results in Table 3. For

example, the estimated standard deviation of the coefficient on minority for reading

is 0.06. If we assumed that this coefficient came from a normal distribution, the

implied interquartile range would be 0.081; this is more than three times larger than

the actual interquartile range of 0.024. Thus for this distribution, many teachers have

25Appendix Figure 8 compares each of these distributions to a normal.
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Figure 1: Distribution of Value-Added Components
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Note: Population distribution of the reading and math value-added components estimated with
a four component mixture of normals
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coefficient values near zero, while a few teachers have coefficients far from zero, heavily

influencing the second moment.26 Assessing the full distribution of these coefficients

allows us to construct a more complete picture of the impact of teachers on student

test scores, which is more difficult when only focusing on the second moment of the

distribution.

Finally, these estimates show that there are significant differences in the distribu-

tions of the value-added coefficients between reading and math. First, there is more

variability in the teacher level effect (δj0) of math than reading (i.e., the standard

deviation is nearly twice as large for math than reading). This is consistent with the

traditional value-added literature that has regularly shown that on average there is

more variability among teacher quality in math than for reading.27 Second, we also

find more variability in the match coefficients on female, minority and FRL status

for math than reading. For example, the coefficient δj4 is the difference in teacher

j’s value-added for females relative to males, all else equal, which reflects their com-

parative advantage in teaching females. For reading the difference in value-added

for teachers that have a comparative advantage in teaching reading to females (i.e.,

the 75th percentile) versus those that do not (i.e., the 25th percentile) is 0.017 of a

standard deviation in student scores. For math, the magnitude of the difference is

much larger at 0.042 of a standard deviation in student scores. Similarly, having a

comparative advantage in teaching minority students has a much bigger impact on

test scores for math than for reading.

The overall variability of the value-added coefficients on female, minority, and

FRL-status is larger for math compared to reading, which indicates that matching

in these dimensions is likely to be more important for math. On the other hand

the variability in the match coefficients on prior achievement is similar between the

two subjects. However, because of the presence of the quadratic term as well as

the potential correlation in the coefficients δj1 and δj2, it is difficult based on these

coefficients alone to draw conclusions about the overall importance of matching on

26These outliers are not driven by a noisy first stage, for example teachers having too few student
observations, but are in fact a feature of the actual distribution. For example, the average best
linear unbiased predictor of the coefficient on minority for the teachers in the top 1% of values is
0.310. Compared to the teachers in the bottom 99%, these teachers have similar numbers of student
observations, 79.2 versus 77.8, and similar fraction of minority students in their classes, 39.4% versus
44.7%.

27For example, the standard deviation of value-added for the level-only model estimated with our
data is 0.188 for math, while for reading it is much less at 0.102.
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prior achievement between the two subjects as well as the relative importance of

matching on prior achievement compared to the other components within subject.

We address this question in the next section.

5.2 How Important Are Matching Effects?

The individual match coefficients in Table 3 describe a teacher’s comparative advan-

tage in a given student characteristic, holding the other student characteristics fixed.

While Table 3 shows that there is significant variation among teachers in the indi-

vidual match coefficients, it is difficult to evaluate these coefficients on their own to

quantify how important matching effects are overall. In this section we address the

overall importance of matching by using the match coefficients together to build a

measure of a teacher’s overall comparative advantage in a given population of stu-

dents. This broad framework will allow us to directly compare the importance of

matching on demographic characteristics versus matching on student ability, to de-

termine if matching is more important overall for math or reading, and finally to

quantify how significantly the estimates from the matching model differ from the

traditional value-added model.

For a given teacher j, with match coefficients δj, their comparative advantage in

teaching student i with characteristics zi is (δ′jzi−δ′jz), where z is the vector of average

student characteristics in the population. Thus, the variability of teacher j’s com-

parative advantage in the overall population is E
[
δ′j(zi − z)(zi − z)′δj

]
= δ′j Cov(z)δj,

which is the within teacher variance. This term describes the spread in teacher j’s

potential value added when she is assigned the students in which she has high match

values compared to being assigned students in which she has low match values. This

variance provides a single measure on the importance of match effects for this teacher

in the population. If the teacher’s within variance is close or equal to zero, then

she has approximately a constant value-added among the students in the population,

suggesting no role for matching. However, if the teacher’s value-added varies widely,

then the teacher will have a clear comparative in the student population, suggesting

an important role for matching.28

To assess the overall importance of matching on student demographics versus

matching on prior achievement, we consider two populations of students. The first is

28We can also motivate the use of within teacher variance to measure the overall importance of
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a population of students that only vary in female, minority, and FRL-status, with no

variation in lagged scores. The second is a population where students only vary in

lagged scores, but have no variation in the other dimensions. We can then compare the

degree of comparative advantage present in the two populations to determine which

components are most relevant for matching. For this analysis we use the state-level

variation in the variables shown in Table 13 in the Appendix.

The dotted line in Figure 2 shows the empirical cumulative density function of

the within teacher standard deviation for math and reading in a population where

students only vary in female, minority, and FRL-status, while the dashed line shows

the within teacher variation of value-added when the students only vary by lagged

scores.29 Table 4 reports selected percentile values of these distributions. For reading,

at all points in the distribution, there is considerably more variability in within teacher

value-added when students only vary by lagged scores. When students only vary

in female, minority, and FRL-status and lagged score is held fixed, the standard

deviation of within teacher value added for the median teacher is 0.013 test score

units. When students vary in lagged scores only, the standard deviation for the

median teacher is four times larger at 0.052. These results show that for reading

matching on prior achievement is substantially more important than matching on

demographic characteristics.

Matching on demographic characteristics appears to be more important for math

than for reading. For example, when students only vary in female, minority, and

FRL-status, and lagged score is held fixed, the within teacher standard deviation for

the median teacher in math is 0.028, which is twice the value for reading. Although

matching on demographic characteristics is more relevant for math, Figure 2 shows

nonetheless that matching on lagged score is significantly more important, where the

matching by using the law of total variance to decompose the total variability in value-added as:

Var(δ′z) = zCov(δ)z′︸ ︷︷ ︸
Variance Due

to Level Differences

+ Eδ [δ′Cov(z)δ]︸ ︷︷ ︸
Variance Due
to Matching

The first term captures the variability in value-added due to level differences among teachers, which
is the variance in the value-added between teachers for the average student in the population. The
second term accounts for the impact of the match effects, which is the expected value of the within
teacher variance among the students in the population.

29To simulate these distributions we take one million draws from the distribution of value-added
coefficients, and for each of these teachers we calculate the standard deviation of her value-added in
the student population.
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Figure 2: Cumulative Distribution Function of Within Teacher Standard Deviation
of Value-added
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Table 4: Percentiles of Within Teacher Standard Deviation of Value-added

Student Population Varies in
. . .

10th 25th 50th 75th 90th

Reading

Female, Minority, FRL Only 0.006 0.009 0.013 0.020 0.029

Lag Score Only 0.018 0.031 0.052 0.089 0.181

All Dimensions 0.023 0.035 0.055 0.091 0.184

Math

Female, Minority, FRL Only 0.012 0.019 0.028 0.042 0.060

Lag Score Only 0.017 0.028 0.045 0.068 0.100

All Dimensions 0.029 0.040 0.056 0.080 0.113

Note: This table shows within teacher value-added standard deviation for selected
teachers in reading and math. The first row of each panel is the within teacher value-
added standard deviation if students vary in demographics only. In contrast, in the
second row students only vary in lagged scores. Finally, in the last row students vary
in all dimensions.
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distribution of within teacher variation for this population is appreciably shifted to

the right.

Next, to compare the overall importance of matching effects between reading

and math, the solid line in Figure 2 shows the within teacher variation when the

students vary in all of the dimensions. For reading, this CDF nearly overlaps the

distribution when students only vary by lagged score, underscoring the fact that the

match coefficients on female, minority and FRL-status have a less determinant role

on value-added for reading. For math, the combined effect is larger than the separate

effects, although the main driver in variation of the match effect is the coefficients on

prior achievement as well. Overall, the percentiles reported in Table 4 show that the

distribution of within teacher standard deviation when students vary in all dimensions

is somewhat similar between reading and math at the median, which suggests for the

typical teacher matching is equally important for reading and math, although as we

showed above the match components play a different role in each subject. These

match effects are economically large – the difference for the median teacher assigned

a well- versus poorly-matched students (i.e., one standard deviation above and below

of their mean value-added) is 0.1σ test score units for reading and math. However,

there are large differences between math and reading in the upper tail, where for the

top 10 percent of teachers, the within teacher standard deviation for reading is more

than 1.5 times larger than the within teacher variability for math. This suggests that

for a specific subset of teachers matching in reading is particularly prevalent.

Finally, in this section we assess how significantly the estimates from the matching

model differ from the traditional value-added model.30 An important implication of

the level-only model is that each teacher has constant value-added across students.

Thus one way to test the validity of the level-only model is to determine for what

fraction of teachers it is reasonable to assume zero within teacher variance. The results

in Figure 2 show that for most teachers, there is a large variation in their value-added

across the students in their classroom, indicating the importance of matching and

that their specific contribution to student test scores is likely poorly approximated

by a single value. However, this figure is constructed from the population estimates

of the match coefficients, which, while all statistically different than zero as shown

30Appendix B discusses in what contexts level-only value-added models provide similar predictions
to the matching models, even when matching effects are prevalent. It also shows that the precision
of the value-added estimates of both models is very similar despite the fact that the matching model
recovers a larger number of fixed effects per teacher.
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Table 5: Share of Teachers with Rejected Null of Constant Value-Added

p =
0.1

p =
0.05

p =
0.01

p =
0.001

Reading 0.934 0.888 0.763 0.579

Math 0.966 0.938 0.856 0.722

Note: Fraction of teachers at varying levels of signifi-
cance for which it can be rejected the null hypothesis
of constant value-added. Nonlinear Wald test based
on the fixed effect estimates.

in Table 3, does not necessarily imply that for each teacher matching effects are

discernibly important. To test the validity of the level-only model (i.e., absence

of matching), for each teacher, we conduct a hypothesis test that within teacher

variance is zero, that is, H0 : δ′j Cov(z)δj = 0. We will fail to reject this null under

three scenarios: 1) the match effects are not present for this teacher, 2) there is not

sufficient variability in z for match effects to be distinguishable in this population, or

3) the match effects are too imprecisely estimated. On the other hand, if we reject

the null, then this implies that match effects are present and the match coefficients

are more precisely estimated. To conduct this hypothesis test, we use a nonlinear

Wald test based on the fixed effect estimates.31

We conduct this hypothesis test for each teacher using the state-level variation in

the variables shown in Table 13. Table 5 shows the fraction of teachers at varying

levels of significance that we can reject the null hypothesis of constant value-added.

We can reject this null hypothesis for nearly 90% of the teachers at the 95% confidence

level and for a majority of teachers at the 99.9% confidence level for both reading

and math.

31Let Cov(z) = Λ. A test statistic for the Wald Test, using the delta method of H0 : δ′jΛδj = 0 is:(
(δ̂FEj )′Λδ̂FEj

)2

2(δ̂FEj )′ΛΣ̂jΛ′δ̂FEj 2
∼ χ2

1

.
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5.3 For Which Students Do Teacher Assignments Matter

Most?

The previous section provided evidence on the importance of matching and showed

that for both reading and math, the match coefficients on prior student achievement

played an important role in how effective a teacher was for a particular student. We

conclude our discussion of the results by examining which segment of the student

achievement distribution is most impacted by matching. We answer this question by

identifying the students for which teacher assignment matters most. The previous

value-added literature has analyzed similar questions by comparing the standard de-

viation in value-added between math and reading. For example, it is often shown that

the standard deviation in value-added for math is larger than the standard deviation

in value-added for reading, implying that a student’s assigned math teacher has a

greater impact on test scores than the assigned reading teacher. Our model allows us

to extend this analysis by not only comparing reading versus math, but also looking

at the variability within each subject, for example, between students with high and

low prior achievement.

Given a student with a fixed set of characteristics, we can use the estimates of the

distribution of the value-added coefficients to calculate the overall standard deviation

of teacher effectiveness for students with these characteristics. If the variability in

teacher effectiveness is high for a given type of student, then this implies that which

teacher the student is assigned to has a significant impact on the student’s test score.

If the variability in teacher effectiveness is low for a particular type of student, then

which teacher they are assigned is less important.

Figure 3 plots the standard deviation in value-added for reading and math across

a continuum of student lagged score values from -1.5 standard deviations (low prior

achievement students) to +1.5 standard deviations (high prior achievement students).

For comparison these figures also plot the standard deviation of value-added for the

traditional level-only value-added model. These results show that for reading, there is

a stark difference in the distribution of teacher effectiveness for low achieving students

versus high achieving students. For low ability students in reading, which teacher the

student is assigned has a large impact on the student’s test score, while the impact

of teacher assignment is much less important for high ability students. Specifically,

the standard deviation (SD) of teacher value-added for students 1 SD below the
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Figure 3: Standard Deviation of Teacher Value-Added By Student Lagged Test-Scores
Holding Other Characteristics Fixed at Sample Average
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mean in reading is approximately twice the size of the SD of value-added for students

scoring 1 SD above the mean. For math, a similar, but more muted pattern emerges

with teacher variation in value-added being largest for low ability and average ability

students and much lower variability in teacher effectiveness for high ability students.32

Together, these results provide three main takeaways. First, we find a strong

rejection of the level-only model in favor of the matching model. Second, we show

that matching on prior achievement plays a significantly greater role than matching

on student demographic characteristics. Finally, students with below-average prior

achievement are more sensitive to good or bad matches.

6 Can Teacher Reallocation Lead to Student Gains?

The presence of matching effects suggests that if classrooms differ in a meaningful

way, then reallocating teachers away from classrooms in which they have lower match

effects and towards classrooms where they have higher match effects may lead to

overall improvements in student test scores. The gains from reallocation will be

32For completeness, Figure 9 in the Appendix shows the standard deviation of teacher value-added
when considering jointly all student characteristics (i.e., lag scores, gender, race and FRL status).
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determined by three factors. The first factor is how significantly the composition of

students differs across classrooms. For example, if students are very similar between

two classrooms, then the teacher’s match effects will be similar as well, producing no

gain from her changing classes. The second factor is the heterogeneity in the match

effects among the teachers that are being reallocated. If all teachers have the same

comparative advantage, then reallocating teachers will have no impact on student

test scores, even if the composition of the classrooms is very different. Third, the

gains to reallocation depend on the current allocation of teachers. If teachers are

currently allocated optimally, then there are no gains to reallocation. For example, in

a scenario where we are considering swapping the classes of two teachers to improve

student test scores, there is a 50% chance they are already optimally allocated simply

due to luck.

In this section we quantify the counterfactual gains in student test scores of reallo-

cating teachers among 4th and 5th grade classrooms within a school so as to maximize

student scores in these grades at that school. We treat the student composition of

each classroom and the available teachers within a school as fixed. Assigning teachers

to classrooms within school is a routine process that occurs at the beginning of every

academic year as a part of the principal’s duties, so any costs are sunk. Thus, we focus

on reallocation at the school level under these conditions because this is effectively a

zero-cost policy. More ambitious reallocation plans may entail moving teachers across

schools or districts, restructuring classes, or in the extreme firing current teachers and

hiring new teachers. These actions could impose significant costs which may offset

any gains from the reallocation.

While our policy analysis focuses on reallocating teachers within school, we intro-

duce the reallocation problem in a general framework, where reallocation could occur

at any number of levels. The allocation problem requires assigning S teachers, each

to one of S classrooms. Let mjs = 1 indicate that teacher j is assigned to teach the

students in classroom s and zero otherwise. M is a matching allocation of teachers

to classrooms, where M = {{mjs}Ss=1}Sj=1. The allocation constraints on M are that

each teacher must be assigned to one class,
∑S

s=1mjs = 1 ∀j, and all classrooms

must be assigned a teacher such that
∑S

j=1mjs = 1 ∀s. For a given allocation M of

teachers to classrooms, the average of the component of test scores that is impacted
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by the allocation is:

Y (M |δ1, δ2, . . . , δS) = (1/S)
S∑
s=1

S∑
j=1

mjs × (z′sδj)

Where zs is the vector of average student characteristic relevant for matching.33

Denote M∗ = argmaxM Y (M |δ1, δ2, . . . , δS) as the optimal allocation of teachers

that maximize student test scores. The optimal allocation problem is not as simple as

assigning each teacher to the classroom where they have the highest match because

the allocation constraint implies that the opportunity cost of assigning a given teacher

to a classroom is that another teacher cannot be assigned to that class. Thus the

optimal assignment takes into account a teacher’s comparative advantage and their

comparative advantage relative to the other teachers in the school.

In our simulation analysis we would like to calculate the gains in student test scores

that can be produced by optimally allocating teachers within a school between 4th

and 5th grade classrooms compared to the status quo. Given the observed classroom

assignment, M o, the gains in test scores from the optimal assignment of teachers to

classrooms is given by Y (M∗)− Y (M o).34 Because each teacher’s match coefficients

are not precisely known, for each of the 7,301 school-year combinations in our dataset

we calculate the expected gains from reallocation:35

E [Y (M∗|δ1, δ2, . . . , δS)− Y (M o|δ1, δ2, . . . , δS)]

The expectation is taken by integrating over the posterior densities in Eq. (3) for

each teacher in a given school.36 Because Y (·) is a non-linear function, we compute

33It is sufficient to only look at the average effect of the teacher in the classroom because we are
treating the assignment of students to classrooms as fixed and because we are maximizing average
student test scores.

34This analysis assumes that each teacher’s match coefficients are fixed under both the original
allocation Mo and the optimal allocation M∗, that is, all changes in a teacher’s value-added from
one class to another is through differences in the composition of z, while δj stays fixed. Given
that our analysis only studies reallocations within school, this is a reasonable assumption because
compositional differences in classes within school tend to only differ at the margin. Furthermore,
Aucejo et al. (2019) finds little evidence that teachers adapt their teaching practices (measured
by the FFT protocol) when changing classrooms. Thus the likelihood that teachers change their
behavior when being assigned to a new class would not appear to be a large concern.

35We remove 1,024 school-year combinations in this analysis because they only had a single teacher,
where no reallocation is possible.

36Notice we are calculating E [Y (M∗|δ)− Y (Mo|δ)] rather than Y (M∗|E(δ))−Y (Mo|E(δ)). The
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this expectation using numerical integration.37

The top part of Figure 4 shows the effect on individual teachers of reallocating

them within school. The objective is to increase average test scores in the school,

so it may be the case that some teachers are newly assigned to classrooms in which

their match effect is lower than their match effect at the original allocation. By

reallocating teachers optimally, the average gain in reading value added is 0.0171 of

a standard deviation in test scores. Under these reallocations, about 20% of teachers

are originally optimally allocated.38 If we calculate the gains for only those teachers

that are actually assigned to a new classroom, the average gains conditional on being

reallocated in reading are 0.0213. The gains in math are similar, but slightly lower

than those for reading.39

The bottom part of Figure 4 shows the school level gains in test scores from

the reallocation. By construction these gains must be greater or equal to zero. For

both math and reading about 12% of school have an initial allocation that is already

the optimal allocation. These are likely small schools with fewer classes, so the

principal may be able to solve the optimal allocation problem more easily. For those

schools that do reallocate teachers, the average gain in our sample is 0.0174 standard

deviations for reading and 0.0161 for math.40 These effects are educationally and

economically meaningful. For example, existing estimates using this same database

suggest that adding 15 days of instruction would improve math test scores by 0.012

of a standard deviation (Aucejo and Romano, 2016), which is very similar to the size

of the reallocation effects.

second expression would allocate teachers based on their best linear unbiased predictors, but would
understate the gains from reallocation because the maximum of the expected value is always less
than the expected value of the maximum.

37For each school, we take a draw from each teacher’s posterior distribution of their match coef-
ficients in that school and calculate the average gain in test scores given the optimal reallocation.
We repeat this process 1,000 times for each school. The expected gain for each school is estimated
by taking the average of these 1,000 simulations.

38The 20% figure represents the fraction of all simulations in which the original allocation is the
optimal allocation. This is not represented in the figure as Figure 4 plots the expected gains for
each school. A school will have a zero in this figure only if the original allocation is the optimal
allocation in all 1,000 simulations for that school.

39The simulation calculates gains in reading and math separately, meaning two teachers, one for
reading and the other for math, can be assigned to one classroom.

40The average school gains are slightly lower than the average teacher gains because in the school
analysis it treats all schools equally, regardless of the number of classrooms in the school. The
average teacher gains effectively provide a class weighted school average, where schools with more
classes receive a higher weight.
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Figure 4: Reallocation Gains
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7 Teacher Assignment and the Ranking of Teach-

ers

A current debate among policymakers and scholars is how to better use value-added

estimates to make personnel decisions. The literature has focused on using best linear

unbiased predictors to make comparisons across teachers. For example, Chetty et al.

(2014) and Hanushek (2009) study the benefits of firing those teachers that are at

the bottom 5% of the value-added distribution. Springer et al. (2010) examines a

performance pay pilot program in Tennessee which offered substantial bonuses for

generating value-added beyond ambitious historic thresholds. However, an important

concern with these potential policy interventions is that teacher rankings may be

sensitive to matching effects, and therefore, teachers may be unfairly penalized or

rewarded for the type of students with whom they are matched. In this section, we

show that due to match effects, teacher rankings significantly fluctuate with classroom

assignment. To address this issue we propose an alternative approach for comparing

and ranking teachers based on an expected utility framework.

7.1 Sensitivity of Teacher Ranking to Classroom Assignment

As we show in Appendix B, ranking teachers based on the level only value-added

model is equivalent to ranking teachers based on their average match effects in their

previously assigned classroom. Consequently, even when matching effects are not

explicitly modeled, if a teacher is assigned to a different classroom, this will result in

a different estimate in the traditional level-only value-added framework. To study how

sensitive teacher rankings are to classroom assignment, we calculated each teacher’s

best linear unbiased predictors of their match effects and ranked teachers based on

their average value-added for their assigned classroom V Ajso = z′so δ̂
BLUP
j , were so

corresponds to teacher j’s original classroom assignment. Holding this ranking of

value-added as fixed, for each teacher we calculated their change in their percentile

ranking if they were assigned to the classroom in their school in which they have the

highest average match.41 The results from this analysis are summarized in Table 6.

Table 6 shows that around 20% of teachers are already assigned to their best

41This ranking analysis is based on a single year in our database, 2010. The results are similar
for other years. School refers to only grades 4 and 5 in our context. Only classes with between 5
and 40 students were used.
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Table 6: Impact of Teacher Reallocation on Rankings When Teachers Are Assigned
Best Match in School Compared to Original Assignment

Reading Math

Share with No Change 0.203 0.200

Share with Change in Rank >5% 0.227 0.092

Share with Change in Rank >10% 0.097 0.023

Share No Longer in Bottom 5% Rank 0.330 0.219

Note: This table characterizes changes in teachers’ ranking when teachers are assigned to
their best possible classroom in the school. School denotes only grades 4 and 5. The baseline
ranking is estimated based on the average value-added of the teacher when considering only
her average originally-assigned students.

matched classroom and around 80% of teachers would have an improved ranking

if they were assigned to a different classroom in their school. We find that 22.7%

of teachers would experience at least a 5 percentage point increase in their reading

percentile rank if they were assigned to their highest average matched classroom. For

math, the potential gains are less pronounced, with 9.2% of teachers experiencing

more than a 5 percentage increase in their percentile rank. These gains are amplified

when we look at the tails of the value-added distribution, where most of the policy

discussions have focused. The bottom 5th percentile teacher in the reading ranking

has a value-added of -0.1283, while for math it is -0.2678. Of the teachers in the

bottom 5% in the value-added distribution in their original assignment, 33% of them

would no longer be in the bottom 5% of the reading rankings and 21.9% would no

longer be in the bottom 5% of the math rankings if they were assigned to their highest

average matched classroom in the school.42

The results in Table 6 demonstrate that given the presence of matching effects in

our data, ranking teachers based on the traditional level-only value-added is poten-

tially problematic because these rankings are highly sensitive to the teacher’s class-

room assignment. Thus, making personnel decisions based on these rankings may

be sub-optimal for an administrator and unfair to teachers because they are entirely

based on a teacher’s contribution to previously assigned classes, which does not take

42We also looked at teachers originally in the top 5%. If these teachers were instead assigned
the class in their school where they have the lowest match effects, 40.1% of teachers in reading and
19.9% of teachers in math would no longer be in the top 5% of teachers.
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into account their value-added in other potential classrooms where they might be

assigned.

7.2 Certainty Equivalent Value-Added to Rank Teachers

Next, we propose a transparent approach to rank teachers that avoids the idiosyn-

crasies that may arise from realized classroom assignments. One method to assess

teachers and their value-added across a portfolio of possible classrooms is to view

the administrator’s problem from an expected utility framework. Under this ap-

proach, because it may be uncertain to which classroom a teacher will be assigned,

the teacher’s contribution to student test scores is indeterminate.43 The administra-

tor may consider circumventing this uncertainty and replacing this teacher with a

candidate with a value-added that is invariant to class assignments.44 We are inter-

ested in calculating the precise constant value-added for the candidate that would

make the administrator indifferent between keeping the teacher with the portfolio

of value-added and replacing her with the risk-free candidate. This value depends

on the administrator’s objectives and represents the teacher’s certainty equivalent

value-added (CEVA). As Chetty et al. (2014) and Hanushek (2009) suggest thresh-

old rules based on level-only value-added rankings, similarly, administrators instead

could make personnel decisions based on certainty equivalent thresholds, for example

dismissing the teachers who have a certainty equivalent below the 5th percentile.

We assume that the administrator has exponential utility, so the calculation of

the certainty equivalent is based on two components: the set of classrooms to which

a teacher could be assigned and the administrator’s risk preference, ρ.45 Specifically,

let S be the number of possible classroom assignments within a district or state, and

V Ajs = E(V Ajs) = z′sδ̂
BLUP
j is teacher j’s expected value-added upon assignment

to class s. The probability that teacher j is assigned to class s is denoted pjs with∑S
s=1 pjs = 1. These probabilities are determined by a number of factors which

include the ability to move teachers across schools or grades, the distribution of the

value-added for the other teachers in the school or district, and the general assignment

practices of the administrator, among other things.46 Because different administrators

43Uncertainty naturally arises from year-to-year turnover along with other forces that impact labor
force composition, personnel assignment decisions, and entry and exit of cohorts of students.

44Such a teacher would offer guaranteed identical returns in any classroom.
45Exponential utility with risk preference ρ is given by u(x) = − exp(−ρx).
46These probabilities could reasonably be assumed to be exogenous for the administrator if the
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may have different tolerances for risk, the certainty equivalent is also a function of

the administrator’s risk preference ρ, where ρ = 0 is risk neutral , ρ > 0 is risk-averse,

and ρ < 0 is risk-seeking.47 Together the certainty equivalent value-added for teacher

j is determined by

CEV Aj =


ln

( S∑
s=1

pjs exp
(
V Ajs

)−ρ)(1/−ρ)
 if ρ 6= 0

S∑
s=1

pjs
(
V Ajs

)
if ρ = 0

(6)

To offer some insight into the workings of Eq. (6), Table 7 provides a simple two

classroom example. In this example, if the teacher is assigned to the first classroom,

her average value-added is −0.05. Alternatively upon matching with the second

classroom, the teacher’s average value-added is 0.20. Table 7 illustrates the CEVA

for this teacher under a number of situations. The first row of the table shows the

CEVA when the teacher has an equal probability of being assigned to each class

and the administrator is risk neutral. In this case the CEVA is just the average

of the value-added across the two classes, 0.075. The second and third rows show

cases where the teacher is assigned with certainty to one class. In these cases the

CEVA approaches the value-added associated with the class assignment, and the risk

preference of the administrator does not matter. The last two rows of Table 7 show

how CEVA is calculated with different risk tolerances. In the case of infinite risk-

aversion, ρ =∞, the administrator will rank teachers based on the the teacher’s lowest

possible match that occurs with non-zero probability, while in the infinitely risk-

seeking case, ρ = −∞, the rank of the teacher will be based on the highest match that

occurs with positive probability. A very risk-averse administrator would be willing

to replace this teacher with one whose invariant value-added was slightly higher than

the worse match of −0.05. On the other hand, a risk-seeking administrator would

only be satisfied with a replacement teacher whose invariant-value-added approached

the higher match value of 0.20.

hiring/firing policies and teacher allocation decisions are implemented by different levels of the school
administration system (e.g., district vs school level).

47We show later that risk-averse administrators are more aggressive in terminating teachers. Risk
is defined as the possibility that the current teacher assignment to another class yields a poor match,
which are outcomes the risk-averse administrator prefers to avoid.
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Table 7: Two Classroom Example of Certainty Equivalent Rank Calculation

Teacher value-added. . .
. . . if assigned to first classroom V Aj1 = −0.05
. . . if assigned to second classroom V Aj2 = 0.20

p1 p2 ρ CEV A

1/2 1/2 0 0.075

0 1 Any Value 0.20

1 0 Any Value -0.05

Non-Zero Non-zero ∞ -0.05

Non-Zero Non-zero −∞ 0.20

Note: Examples of how classroom allocation could impact
certainty equivalent rank calculation.

The certainty equivalent approach generalizes a number of intuitive ways that

an administrator may prefer to rank teachers. For example, if teachers are ranked

based on their average value-added across all available classrooms in the district, this

corresponds to giving equal weight to each classroom (i.e. pjs = 1/S for all s) and

risk neutrality. In addition, the certainty equivalent approach nests ranking based on

a level-only value-added model, which assumes that pjso = 1 for teacher j, where so

is the class that they taught in the estimation sample, that is with certainty teachers

will teach identical students in the future as they taught in the past.

To conclude this section, we use the same population of teachers in Table 6 and

compare their certainty equivalent value added to the 5% firing thresholds, -0.1283

for reading and -0.2678 for math. For each teacher, we construct the CEVA under

two potential classroom assignment schemes, uniform assignment to classrooms at

the district level and the state level (i.e., pjs = 1/S for all s, where S corresponds

to the total number of classrooms at the district or state). We view these thresholds

as minimum teacher requirements, and we are interested in calculating the share of

teachers with a certainty equivalent value-added below these thresholds if they were

randomly assigned a classroom at the district or state level.

Figure 5 displays the fraction of teachers with CEVA below the value-added

thresholds for risk preference parameters in the range [−100, 100]. This figure shows
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Figure 5: Share of Teachers with CEVA Below -0.1283 for Reading and -0.2678 for
Math value-added Threshold

-1
00 -7

5
-5

0
-2

5 0 25 50 75 10
0

0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

0.1

-1
00 -7

5
-5

0
-2

5 0 25 50 75 10
0

0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

0.1

Note: The thresholds -0.1283 and -0.2678, are the 5th percentiles in the value-added distribution
of the traditional level-only value-added model for reading and math respectively, which Chetty
et al. (2014) and Hanushek (2009) have proposed as being the basis for dismissing teachers.

the administrators degree of risk preference can lead to considerably different firing

rates. For example, a highly risk-averse administrator (ρ = 100), seeking to mitigate

the possibility of a low value-added outcome would dismiss 7% of teachers for reading

when CEVA is calculated at the district level. On the other-hand, a risk-seeking ad-

ministrator (ρ = −100), who places more utility on high value-added outcomes would

only dismiss 2.5% of teachers. The gap in firing outcomes are even greater using

the state-level assignment probabilities for reading because there is more classroom

variation, increasing the probability of both high and low matches. The risk-averse

administrator would respond to the increased probability of low matches by firing

more teachers, 8.4%, while the risk-seeking administrator would respond to the in-

creased probability of high matches by firing less teachers, 1.1%.

It is notable that the plot for math in Figure 5 is generally flatter than the plot for

reading. This is due to the fact that the variance of the level effect as shown in Table 3

is much larger for math than reading. The level effect’s role in the certainty equivalent

calculation is an additive constant that is independent of the risk parameter.48 Thus,

48Given that V Ajs = δj0 +
∑K
k=1 zskδjk, where zsk is class s’s average of attribute k, Equation
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because the variance of the level effect is so large in math, the level effect plays a

much greater role and brings more stability in CEVA rankings even as ρ changes. For

reading, the level effect plays a smaller role because it has a smaller variance. In this

case the CEVA ranking primarily reflects the match components, which is impacted

by the risk parameter, generating big differences in the rankings for different values

of ρ.

This analysis demonstrates that because student classroom compositions vary,

a given teacher’s value-added will be different in each classroom due to the match

effects, which makes measuring teacher effectiveness difficult. In an environment

where teachers transfer schools and districts, leading to unpredictable composition

changes in their classes across time, even a very simple approach that measures a

teacher’s effectiveness as their average value-added across all classrooms (i.e., CEVA

with pjs = 1/S for all s, and risk neutrality) could provide a more robust measure

to compare teachers and may lead to better personnel outcomes than the current

approaches suggested in the value-added literature.49

8 Conclusion

We exploit the unique identification features of an administrative education data set

of public school students and teachers in North Carolina to study the importance of

match-specific productivity. To this end, we propose a new value-added framework

that allows for interactions between teachers and students. In order to estimate

(6) can also be written as:

CEV Aj =


δj0 + ln

( S∑
s=1

pjs exp
(∑K

k=1 zskδjk

)−ρ)(1/−ρ) if ρ 6= 0

δj0 +

S∑
s=1

pjs

(∑K
k=1 zskδjk

)
if ρ = 0

49Over 30% of teachers in North Carolina express interest in searching for a new position, and
between 10 to 20% of teachers leave their current position each year, whether through transfers or
quitting the profession. Finally, if administrators can predict teacher movement, the probability
weights may be set with more purpose than merely equal probability assignment. Moreover, ad-
ministrators who are confident that they have policies and personnel in place at the school level
to match teachers to their best classes may dial-up their risk-preference and raise their CEVA, ul-
timately terminating fewer teachers by placing more teachers in environments where they can be
successful.
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this more complex model, we introduce a novel maximum likelihood estimator that

imposes minimal distributional assumptions.

Our results show that teacher-student interactions are highly relevant for teacher

productivity. Match effects are economically large where the difference in teacher

effectiveness for a poorly-matched versus a well-matched student is 0.1σ test score

units for the median teacher. We find that the importance of match effects are

quantitatively similar between reading and math. However there are important dif-

ferences in the sources of matching. For both reading and math, the predominant

source of matching is on student prior achievement, while matching on student de-

mographics is more prevalent for math. Finally, teacher-student match effects are

particularly important for low achieving students in reading. Specifically, we show

that the standard deviation of teacher value-added for low-achieving students in read-

ing (i.e., students whose prior year test score was one standard deviation below the

mean) is approximately twice the size of the standard deviation of teacher value-

added for high-achieving students (i.e., students whose prior year test score was one

standard deviation above the mean). This indicates that the skills required to teach

low-achieving students is more dispersed in the teacher population.

We use the estimates from our matching model to conduct two policy analyses.

First, we demonstrate that by reallocating teachers within school to classrooms where

they have a comparative advantage it is possible to generate test score gains through

matching at virtually no cost. Second, we evaluate policies to rank teachers based on

value-added. We proposed a new approach to rank teachers using the concept of cer-

tainty equivalent, which quantifies more broadly a teacher’s potential contribution to

test scores and is less sensitive to the idiosyncrasies of teacher classroom assignments.
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Appendix For Online Publication

A Estimation Details

A.1 First Stage Implementation

Let nj be the number of observations for teacher j in the sample. To produce the

least squares estimates for the value-added coefficients, we create the following design

matrices with the data for the students of teacher j50

Aj an nj × 1 vector with elements that are the observed test scores Aijt

Xj an nj × rank(x) matrix with rows xit

Zj an nj × (K + 1) matrix with 1’s in the first column and the other
elements corresponding to the match variables zitk

νj an nj × 1 vector of the idiosyncratic test score shocks

Given these matrices for each teacher, the observed data and model can be rep-

resented using block matrices:
A1

A2

...

AJ


︸ ︷︷ ︸

AAA

=


X1

X2

...

XJ


︸ ︷︷ ︸

XXX

α +


Z1 0 · · · 0

0 Z2 · · · 0
...

...
. . .

...

0 0 · · · ZJ


︸ ︷︷ ︸

ZZZ


δ1

δ2

...

δJ

+


ν1

ν2

...

νJ



Because of the large number of interacted fixed effects, it will generally be difficult

to estimate all of the parameters simultaneously using the least squares normal equa-

tions. Instead we use the Frisch-Waugh-Lovell theorem to obtain the least squares

estimates for the control variables, α̂, and then for each teacher j obtain the least

50 The coefficients on the variables in x that are part of the match effects in z represent the effects
of the average teacher on these variables. Thus in estimation we need to normalize E(δjk) = 0 ∀k.
Instead of pursuing a constrained estimator, we remove the variables in z that are in x, such that
x ∩ z = ∅, and place no constraints on δ in estimation. After the model has been estimated, we
re-normalize the model by placing the match variables back in x and setting their coefficient estimate
to the estimate of E(δjk) and then replacing E(δjk) = 0 ∀k.
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squares estimates for their value-added coefficients with:51

δ̂FEj = (Z ′jZj)
−1Z ′j(Aj −Xjα̂)

Since estimation of the value-added coefficients is based on least squares, the main

identification assumption is that rank(Zj) = (K+1) which requires that nj ≥ (K+1)

and that teacher j has sufficient variability among their students for the variables

associated with the match effects. The value-added coefficients are only identified

from within-teacher variation, so when there is a limited number of observations per

teacher these estimates can be heavily influenced by sampling error. In the case of

the level-only value-added model, the sampling error will be directly proportional to

the number of teacher observations, nj. In the matching framework, the sampling

error will be determined jointly by a number of factors. Specifically, under the as-

sumption that νit has constant variance, σ2, and is normally distributed, the sampling

distribution of δ̂FEj is:52

δ̂FEj ∼ N(δj,Σj) (7)

where

Σj = σ2
(
(Z ′jZj)

−1 + (Z ′jZj)
−1Z ′jXjDDD

−1X ′jZj(Z
′
jZj)

−1
)

DDD = (XXX ′XXX −XXX ′ZZZ(ZZZ ′ZZZ)−1ZZZ ′XXX)

The sampling error of the least squares estimate of the value-added coefficients

for teacher j will be determined by three components. The first is σ2, which is the

variance of the idiosyncratic component of test scores. The second component is

(Z ′jZj)
−1, which is a function of nj, the number of observations for teacher j in the

sample, as well as the variability and collinearity in the columns in Zj. The final

51Using the Frisch-Waugh-Lovell theorem, α̂ = (XXX ′MZZZXXX)−1(XXX ′MZZZAAA), where MZZZ is the residual
maker formed with the matrix ZZZ. Because of the sparsity of ZZZ, estimating α has a low computational
burden.

52The assumption that ν is homoskedastic and normally distributed is a common assumption for
linear mixed models and follows the current value-added literature. While it is possible to construct
an estimate of the covariance matrix Σj under a general form of heteroskedasticity, these methods
are only valid with sufficient sample size. Given the limited number of observations per teacher
on which these estimates are based, the benefits in the context of the empirical Bayes estimator of
using these alternative covariance estimates rather than the standard OLS covariance matrices is
unclear. Nonetheless, for robustness we constructed the empirical Bayes estimator of value-added
also using a heteroskedasticity-consistent covariance matrix following Huber-White, and the results
were qualitatively similar to the results under homoskedasticity.
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term in Σj represents the relationship between teacher assignment and the student

characteristics xit. If students are randomly assigned to teachers, then in expectation

this term will be zero. However, if students are assigned to teachers based on these

observed characteristics, then although the estimates remain unbiased the variance

of the estimates will be larger.53

A.2 EM Algorithm with Noisy Data

Our estimator of the population distribution of the value-added coefficients assumes

that this distribution can be approximated by a C component Gaussian mixture,

such that f(δ) =
∑C

c=1 πcφ(δ|γc,∆c), where π is the share parameter for each com-

ponent and φ(δ|γc,∆c) is the probability density function of a multivariate normal

distribution with component specific mean γc and covariance ∆c. Estimation of the

Gaussian mixture model will be based on the fixed effect estimates δ̂FEj , which have

a sampling distribution, δ̂FEj ∼ N(δj, Σ̂j). Combining these individual distributions

with the population distribution for δ, the log-likelihood represented in Eq. (2) takes

the form:

LL(Ψ) =
J∑
j=1

ln

(
C∑
c=1

πcφ
(
δ̂FEj |γc, Σ̂j + ∆c

))
(8)

Where Ψ is the vector of parameters to be estimated (i.e., Ψ = {πc, γc,∆c}Cc=1)

and again φ represents the probability density function of a multivariate normal

distribution, except now the covariance matrix is Σ̂j + ∆c rather than simply ∆c.

The parameters of the Gaussian mixture model will be estimated by maximizing

the log-likelihood in Eq. (8), which we optimize with the expectation-maximization

(EM) algorithm (Dempster et al., 1977). The EM algorithm is an established method

for estimating Gaussian mixture models. However, its conventional implementation

cannot be deployed in our setting because the data on which estimation is based is

measured with error. Instead, we use the following modified iterative algorithm.

53Rather than use the variance-covariance matrix from the fixed effects, many papers in the value-
added literature instead use the residuals Aj −Xjα̂ = Zjδj + νj to form the sampling error. Under
this approach Σj = σ2(Z ′jZj)

−1 which takes a much simpler form. However, as shown above if there
is correlation in teacher assignment and the student characteristics, this variance-covariance will be
systematically too small, and the empirical Bayes estimator based on these matrices may no longer
be the best linear unbiased predictor.
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• Initialize with starting values Ψ(0) = {π(0)
c , γ(0)

c ,∆(0)
c }Cc=1

• Repeat the following iteration until converged (i.e., ||Ψ(m+1) −Ψ(m)||∞ < κ)

Expectation Step: Given Ψ(m), for each j and component c compute

q
(m)
jc =

π
(m)
c φ(δ̂FEj |γ

(m)
c ,∆

(m)
c + Σ̂j)∑C

c′=1 π
(m)
c′ φ(δ̂FEj |γ

(m)
c′ ,∆

(m)
c′ + Σ̂j)

E
(m)
jc = γ(m)

c + ∆(m)
c

(
∆(m)
c + Σ̂j

)−1 (
δ̂FEj − γ(m)

c

)
U

(m)
jc =

((
∆(m)
c

)−1
+
(

Σ̂j

)−1
)−1

+
(
E

(m)
jc

)(
E

(m)
jc

)′
Maximization Step: Update parameters Ψ(m+1). For each component c
compute

π(m+1)
c =

1

J

J∑
j=1

q
(m)
jc

γ(m+1)
c =

(
J∑
j=1

q
(m)
jc

(
E

(m)
jc

))
/

(
J∑
j=1

q
(m)
jc

)

∆(m+1)
c =

(
J∑
j=1

q
(m)
jc

(
U

(m)
jc

))
/

(
J∑
j=1

q
(m)
jc

)
−
(
γ(m+1)
c

) (
γ(m+1)
c

)′
Although the EM algorithm outlined above is a stable algorithm which is very easy

to implement, its iterations are often slow to converge. To accelerate convergence,

we modify the EM step size using the SQUAREM method outlined in Varadhan and

Roland (2008). The SQUAREM modification to the EM step is very simple to code

and generally achieves a superlinear rate of convergence.

A.3 Calculating Standard Errors

We use a parametric bootstrap to calculate standard errors for the parameter esti-

mates of the Gaussian mixture as well as the standard errors for the estimates that

are functions of these parameters. Since our analysis is based on the entire popula-

tion of teachers, the sampling error in our estimates is linked to the sampling error

of each teacher’s fixed effect estimate. The sampling distribution of the fixed effects

estimator for teacher j is δ̂FEj ∼ N(δj, Σ̂j), where δj is the teacher’s unobserved true
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value added. An infeasible parametric bootstrap strategy would be to draw from

these distributions and re-estimate the model many times using these sampled fixed

effects. If the fixed effects are imprecisely estimated, such that Σ̂j has elements that

are quite large, then this will lead to a large variation in the estimates among the

bootstrap samples. This approach is infeasible because the true match effects, δj,

are unknown. Instead, our feasible bootstrap strategy uses the maximum likelihood

estimates of the parameters Ψ̂ to construct the posterior probability density function

of the unobserved match effects for each teacher, p(δj|δ̂FEj , Σ̂j, Ψ̂), which we can then

use to create sample draws of the the fixed effect estimates to construct bootstrap

samples. We generated R bootstrap samples, where the rth bootstrap sample and

estimate is created by

1. For each teacher, take a single draw from the posterior density δj(r), where

δj(r) ∼ p(δj|δ̂FEj , Σ̂j, Ψ̂)

2. For each teacher use the value in (1) to create a draw from the sampling distri-

bution of the fixed effect estimator δ̂FEj(r), where δ̂FEj(r) ∼ N(δj(r), Σ̂j)

3. Given the generated sample of fixed effects {δ̂FEj(r)}Jj=1 from (2), re-estimate the

parameters of the Gaussian mixture, labeling the estimates from this bootstrap

sample Ψ̂(r).

The sequence of bootstrapped estimates {Ψ̂(r)}Rr=1 will then reflect the sampling dis-

tribution of our estimator.

B Relating the Estimates from the Matching VAM

to the Traditional Level-Only VAM

Because our matching framework nests the traditional level only value-added model,

we can establish a direct link between the estimates from our matching model and

the estimates from a level-only model that ignores the matching effects. This link is

based on the first stage, least squares estimates of the two specifications, and relies on

the property of the least squares estimator that the sample average of the outcomes

equals the sample average of the predicted values. To illustrate this link, we will
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consider the vectorized version of Eq. (1) with the time subscripts suppressed:

Aij = x′iα + z′iδj + νij

Where zi = [1 zi1 zi2 . . . ziK ]′ is a vector that includes a constant and the student

attributes relevant for matching and δj = [δj0 δj1 δj2 · · · δjK ]′ is teacher j’s vector

of productivity coefficients. Since the match effects are estimated from the student

test score residuals, Aij − x′iα̂, for each teacher, the average of these residuals will be

equal to the average of the predicted match effects in the data. Letting dij = 1 if

student i is assigned to teacher j and zero otherwise, then for each j, the properties

of least squares imply:∑n
i=1 dij × (Aij − x′iα̂)∑n

i=1 dij
=

∑n
i=1 dij × (z′iδ̂

FE
j )∑n

i=1 dij

=

[∑n
i=1 dij × zi∑n

i=1 dij

]′
δ̂FEj

= z′j δ̂
FE
j (9)

Equation (9) shows that in the matching model, the average of the teacher residuals

will be equal to the fixed effect estimates multiplied by the average value of the

matching characteristics of their assigned students. In the level-only model, the fixed

effect estimate will just be equal to the average of the teacher residuals. Thus, so

long as α̂ does not differ drastically between the two model, the fixed effect estimate

of value-added from the level-only model will be equal to the average match effect for

each teacher for their assigned students.54 To illustrate this point, the top two plots in

Figure 6 show a scatter plot of the level-only fixed effect estimates for each teacher on

the x-axis and the matching fixed effect estimates multiplied by the average student

characteristics assigned to the teacher on the y-axis for both reading and math. The

points on these plots are highly concentrated on the 45 degree line, which confirms

that this is an appropriate way to link the two models.

We can also use the results in Eq. (9) to make a comparison between the precision

of the matching model and the level-only model. While z′j δ̂
FE
j is a point estimate

similar to the level only fixed effect estimates, we can calculate the standard error of

this point estimate as
√
z′jΣ̂jzj, which can be directly compared to the standard error

54Table 10 in fact shows that both models provide very similar α̂.
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of the level-only fixed effect estimate. Which point estimator is more precise is an

empirical question. On the one hand, the matching model has many more parameters,

which would lead to less precise standard errors. However, if those parameters are

useful in explaining test scores, then the residual variance of the outcome equation

will be smaller, leading to smaller standard errors of the parameters in the matching

model. The bottom two plots in Figure 6 show a scatter plot of the standard error of

level-only fixed effect estimate for each teacher on the x-axis and the standard error of

the point estimate of the teacher’s average match effect for their assigned students on

the y-axis. Again the points on these plots are highly concentrated on the 45 degree

line, suggesting the precision of the two models is similar in this particular dimension.

However, for reading, the points are slightly below the 45 degree line, which indicates

that in fact the matching model has slightly more precision at the average than the

level-only model.

Finally, the property of the least squares estimator that the regression line travels

through the sample average establishes the relationship between the fixed effect esti-

mates of the two models, but this same relationship may not hold for the best linear

unbiased predictors (BLUPs) of the two models in finite samples because of differences

in sampling error. For comparison, Figure 7 plots the best linear unbiased predictors

of the level only model on the x-axis against the best linear unbiased predictor of

the average match effect for the teacher’s assigned students on the y-axis. While the

match effect model uses the Gaussian mixture for the prior, for the level-only model

we calculate the best linear unbiased predictors using both the standard assumption

of normality as well as a flexible univariate four component Gaussian mixture.

The results assuming a normal prior in the level-only model are in the top two

plots in Figure 7. The points of the scatter plot again are highly clustered around the

45 degree line for the majority of the estimated effects, which suggests very similar

predictions from the two specifications. However, for reading, when a normal prior is

used, there is a noticeable drift away from the 45 degree line for value-added estimates

in the extremes of the value-added distribution, which suggests a separation in the

prediction of the two models for these teachers. This separation illustrates one of the

short-comings of using a normal prior. As we show in the results section, outliers are

more prevalent in the distribution of some of the coefficients for reading. By assuming

a normal prior, we effectively rule out the possibility of some of the extreme values in

the distribution, which is inconsistent with the data and significantly understates the
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effects of these teachers on both tails of the distribution. The bottom two plots in

Figure 7 compares the level-only model to the matching model when a more flexible

prior is used in constructing the best linear unbiased predictor for the level-only model.

As can be seen from these plots, when a flexible prior is used, the prediction of the

two models are similar for all teachers, even teachers on the tails of the distribution.

The results in Figures 6 and 7 demonstrate that a reasonable interpretation of

the traditional level-only value-added estimates in a context where match effects are

present is that the level-only model estimates represent the average match effects for

the students assigned to the teacher in the estimation sample. Thus, if the aim is

only to study teacher value-added for each teacher’s given average student, then so

long as a flexible prior is used, a level-only model will provide reasonable estimates.

However, the estimates of the level-only model will fall short if the goal is to predict

student outcomes under alternative teacher-student assignments, investigate how a

teacher’s effectiveness differs across students, or create a robust ranking of teachers.

In these cases the matching model is more suitable.
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C Additional Results

C.1 Appendix Tables

Table 8: OLS Model Fit

Reading Math

Model

No.

Param-

eters

Root

MSE
R2 adjusted-

R2

Root

MSE
R2 adjusted-

R2

Intercept Only 18818 0.5582 0.6922 0.6863 0.5067 0.7463 0.7414

(+) Lag Score 36749 0.5497 0.7072 0.6958 0.5044 0.7534 0.7438

(+) Lag Score Sq. 54366 0.5433 0.7194 0.7029 0.5028 0.7596 0.7454

(+) Female 71369 0.5433 0.7246 0.7028 0.5025 0.7643 0.7457

(+) Minority 84173 0.5429 0.7301 0.7033 0.5020 0.7691 0.7462

(+) FRL 97755 0.5428 0.7352 0.7034 0.5018 0.7736 0.7464

Note: This table reports the model fit of the different VA models. Intercept only refers to the level-only

model (i.e., δj0 6= 0 and δj1 to δj5 equal 0), then we add sequentially the different interaction terms.
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Table 9: Value-Added Distribution Information Criterion

Reading Math

Fitted

Distribution

log-

likelihood
AIC BIC

log-

likelihood
AIC BIC

Multivariate

Normal
40963 -81872 -81674 40803 -81552 -81354

2 Component

Gausian Mixture
43120 -86129 -85727 40931 -81752 -81349

3 Component

Gausian Mixture
43244 -86321 -85714 40994 -81822 -81215

4 Component

Gausian Mixture
43434 -86647 -85835 41021 -81821 -81009

5 Component

Gausian Mixture
43471 -86663 -85647 41042 -81806 -80789

6 Component

Gausian Mixture
43498 -86662 -85441 – – –

7 Component

Gausian Mixture
43525 -86659 -85233 – – –

Note: This table compares the model fit under two underlying teacher value-added distributions

(multivariate normal vs. Gaussian mixture). AIC: Akaike information criterion. BIC: Bayesian

information criterion.

55



Table 10: Coefficient Estimates
Reading Math

(1) (2) (3) (4)

Constant 0.1094† 0.1145† 0.0926† 0.1085†

Grade 5 -0.0064∗∗ (0.0028) -0.0086∗∗∗ (0.0028) 0.0040 (0.0025) 0.0025 (0.0026)

Year 2009 -0.0044 (0.0031) -0.0021 (0.0031) -0.0093∗∗∗ (0.0028) -0.0069∗∗ (0.0029)

Year 2010 0.0068 (0.0049) 0.0083∗ (0.0049) 0.0009 (0.0044) 0.0066 (0.0045)

Year 2011 0.0121∗ (0.0068) 0.0127∗ (0.0068) 0.0037 (0.0062) 0.0109∗ (0.0063)

Year 2012 0.0186∗∗ (0.0087) 0.0173∗∗ (0.0088) 0.0089 (0.0079) 0.0171∗∗ (0.0081)

Year 2013 0.0169∗ (0.0087) 0.0175∗∗ (0.0088) 0.0098 (0.0079) 0.0147∗ (0.0081)

Year 2014 0.0242∗∗ (0.0108) 0.0153 (0.0109) 0.0328∗∗∗ (0.0098) 0.0405∗∗∗ (0.0101)

Math Scoret−1 0.1953∗∗∗ (0.0009) 0.1894∗∗∗ (0.0009) 0.6748∗∗∗ (0.0008) 0.6843†

Math Score2
t−1 0.0036∗∗∗ (0.0005) 0.0069∗∗∗ (0.0005) -0.0026∗∗∗ (0.0004) -0.0015†

Reading Scoret−1 0.6159∗∗∗ (0.0009) 0.6297† 0.1694∗∗∗ (0.0008) 0.1661∗∗∗ (0.0009)

Reading Score2
t−1 -0.0146∗∗∗ (0.0003) -0.0247† 0.0146∗∗∗ (0.0003) 0.0141∗∗∗ (0.0003)

Female 0.0536∗∗∗ (0.0013) 0.0521† -0.0095∗∗∗ (0.0011) -0.0086†

Minority -0.0463∗∗∗ (0.0016) -0.0462† -0.0452∗∗∗ (0.0014) -0.0425†

FRL -0.0812∗∗∗ (0.0015) -0.0866† -0.0732∗∗∗ (0.0013) -0.0737†

LEP -0.0935∗∗∗ (0.0026) -0.0890∗∗∗ (0.0028) 0.0504∗∗∗ (0.0024) 0.0450∗∗∗ (0.0025)

Teacher Experience -0.0033 (0.0021) -0.0024 (0.0021) -0.0019 (0.0019) -0.0036∗ (0.0020)

% Female 0.0333∗∗∗ (0.0065) 0.0294∗∗∗ (0.0067) 0.0567∗∗∗ (0.0059) 0.0590∗∗∗ (0.0062)

% Minortiy -0.0057 (0.0067) -0.0042 (0.0070) -0.0249∗∗∗ (0.0061) -0.0219∗∗∗ (0.0065)

% FRL -0.0472∗∗∗ (0.0062) -0.0414∗∗∗ (0.0064) -0.0632∗∗∗ (0.0056) -0.0561∗∗∗ (0.0060)

% LEP 0.0053 (0.0107) 0.0020 (0.0109) 0.0483∗∗∗ (0.0097) 0.0472∗∗∗ (0.0100)

Class Size 0.0007∗∗∗ (0.0003) 0.0008∗∗∗ (0.0003) 0.0001 (0.0002) -0.0001 (0.0002)

Class Size2 -0.0000∗∗∗ (0.0000) -0.0000∗∗∗ (0.0000) -0.0000∗∗∗ (0.0000) -0.0000∗∗∗ (0.0000)

Avg. Class Math Scoret−1 -0.0262∗∗∗ (0.0043) -0.0221∗∗∗ (0.0044) -0.0566∗∗∗ (0.0039) -0.0525∗∗∗ (0.0041)

Avg. Class Math Score2
t−1 -0.0025 (0.0028) -0.0007 (0.0033) -0.0014 (0.0026) -0.0002 (0.0028)

Avg. Class Reading

Scoret−1

0.0258∗∗∗ (0.0046) 0.0270∗∗∗ (0.0048) 0.0515∗∗∗ (0.0042) 0.0489∗∗∗ (0.0044)

Avg. Class Reading

Score2
t−1

0.0114∗∗∗ (0.0020) 0.0146∗∗∗ (0.0033) 0.0102∗∗∗ (0.0018) 0.0105∗∗∗ (0.0020)

School Size -0.0001∗∗ (0.0000) -0.0001∗∗∗ (0.0000) 0.0000 (0.0000) -0.0000 (0.0000)

School Size2 0.0000 (0.0000) 0.0000 (0.0000) -0.0000∗∗ (0.0000) -0.0000 (0.0000)

Avg. School Math

Scoret−1

-0.0342∗∗∗ (0.0079) -0.0423∗∗∗ (0.0080) -0.1006∗∗∗ (0.0072) -0.1121∗∗∗ (0.0074)

Avg. School Math

Score2
t−1

0.0317∗∗∗ (0.0081) 0.0125 (0.0085) 0.0189∗∗ (0.0074) 0.0253∗∗∗ (0.0077)

Avg. School Read.

Scoret−1

-0.0039 (0.0087) -0.0053 (0.0089) 0.0661∗∗∗ (0.0079) 0.0693∗∗∗ (0.0082)

Avg. School Read.

Score2
t−1

-0.0138∗ (0.0083) 0.0072 (0.0091) 0.0116 (0.0075) 0.0091 (0.0078)

δ0 6= 0 and δ1 to δ5 = 0 X – X –

δ0 to δ5 6= 0 – X – X

Note: This table reports the coefficients corresponding to the covariates/background characteristics included in the

traditional level-only and matching VA models. Columns (1) and (3) correspond to estimates from the level-only

VAM in math and reading, while (2) and (4) correspond to estimates from the matching model. Standard errors

reported in parentheses. FRL denotes Free or Reduced Price Lunch. LEP denotes Limited English Proficiency. ***

denotes significance at the 1%, ** at the 5%, and * at the 10% levels.

† These variables represent the average match effect among teachers in the population. See Footnote 50 for further

information.
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Table 11: Correlation of Value-Added Coefficients

Level

Effect

(δj0)

Lagged

Score

(δj1)

Lagged

Score

Squared

(δj2)

Female

(δj3)

Minority

(δj4)

Free or

Re-

duced

Price

Lunch

(δj5)

Reading

Level Effect (δj0) 1 – – – – –

Slope on Lagged Score (δj1)
-0.294

(0.019)
1 – – – –

Slope on Lagged Score Squared

(δj2)

-0.267

(0.016)

-0.603

(0.018)
1 – – –

Slope on Female (δj3)
-0.361

(0.037)

0.190

(0.044)

-0.036

(0.043)
1 – –

Slope on Minority (δj4)
-0.193

(0.036)

0.181

(0.040)

-0.204

(0.036)

0.041

(0.072)
1 –

Slope on FRL (δj5)
-0.257

(0.038)

0.217

(0.048)

-0.053

(0.042)

0.034

(0.069)

-0.172

(0.060)
1

Math

Level Effect (δj0) 1 – – – – –

Slope on Lagged Score (δj1)
-0.285

(0.021)
1 – – – –

Slope on Lagged Score Squared

(δj2)

-0.698

(0.012)

-0.005

(0.033)
1 – – –

Slope on Female (δj3)
-0.309

(0.035)

0.256

(0.058)

0.264

(0.051)
1 – –

Slope on Minority (δj4)
-0.302

(0.030)

0.274

(0.047)

0.198

(0.046)

0.250

(0.085)
1 –

Slope on FRL (δj5)
-0.148

(0.036)

0.023

(0.062)

0.128

(0.053)

0.057

(0.089)

0.325

(0.084)
1

Note: Correlation of the matching model teacher estimates (δj). The top panel corresponds to reading

estimates while the bottom panel corresponds to math estimates. The estimates of the population distri-

bution are the estimates of the second moment of the mixture distribution, f(δ) =
∑C
c=1 πcφ(δ|γc,∆c).

Standard errors are in parenthesis, which are constructed using 200 bootstrap samples (see Section A.3).
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Table 12: Standard Deviation of Value-Added Coefficients: Method of Moments

Estimator

Level

Effect

(δj0)

Lagged

Score

(δj1)

Lagged

Score

Squared

(δj2)

Female

(δj3)

Minority

(δj4)

Free or

Re-

duced

Price

Lunch

(δj5)

Reading 0.114 0.075 0.062 N/D 0.033 N/D

Math 0.231 0.069 0.046 0.040 0.060 0.037

Note: Standard deviation of the matching model estimates (δj) obtained based on the

method of moments. N/D corresponds to not defined because the estimated variance

was negative.
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Table 13: Covariance of Student Characteristics at the State Level

Lag

Math

Score

Lag

Math

Score

Squared

Lag

Read-

ing

Score

Lag

Read-

ing

Score

Squared

Female Minority Poverty

Lag Math Score 0.992 -0.086 0.714 -0.150 -0.011 -0.168 -0.186

Lag Math Score Squared -0.086 1.718 -0.083 0.830 -0.016 0.007 -0.009

Lag Reading Score 0.714 -0.083 0.994 -0.521 0.032 -0.166 -0.187

Lag Reading Score

Squared
-0.150 0.830 -0.521 4.053 -0.031 0.019 0.016

Female -0.011 -0.016 0.032 -0.031 0.250 0.003 0.002

Minority -0.168 0.007 -0.166 0.019 0.003 0.246 0.111

Poverty -0.186 -0.009 -0.187 0.016 0.002 0.111 0.249

Note: This table shows the variance-covariance matrix of the students characteristics at the state level.
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C.2 Appendix Figures

Figure 8: Distribution of Value-Added Components
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Note: Distribution of the reading and math value-added components (δj) when allowing for a
mixture of four normals. For comparison purposes, we also display the distribution when imposing

normality. FRL denotes free or reduced price lunch.
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Figure 9: Standard Deviation of Teacher Value-Added By Student Characteristics
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D Testing for Bias

An important identification assumption behind value-added models that are esti-

mated based on observational data is that unobserved determinants of students’ out-

comes are uncorrelated with teacher effectiveness conditional on observables. Our

framework explicitly accounts for matching effects, therefore it controls for a specific

source of selection that could threaten the validity of level-only value-added estimates.

For example, if certain teachers are allocated to high achieving students because they

are particularly effective at interacting with them, then our framework can account for

such allocation mechanism avoiding misspecification bias. In addition, our matching

effects are identified from within teacher variation, making threats to identification

that could be driven by potentially non-random allocation of teachers into classrooms

somewhat less concerning. For example, if some teachers are allocated into classrooms

with better teaching tools (e.g. availability of on-line educational resources such as

Canvas or Blackboard) that are not observed by the econometrician, and this feature

is conditionally independent of the student matching variables (e.g., race), then the
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matching effects are still identified (although the level effect, δj0, would be biased).55

In summary, our framework can be considered more robust than many studies in the

literature that rely on observational data.56

In order to test for the presence of selection bias, Chetty et al. (2014) exploit

(quasi-experimental) variation that is given by teachers leaving or entering a school

or switching grades within the school. The replacement of one teacher with another

should lead to an increase in test scores equal to the difference between the teachers’

effectiveness. Therefore, in the absence of bias, differences in empirical Bayes predic-

tions should forecast without bias average rises in scores.57 More specifically, Chetty

et al. (2014) estimate the following specification:

∆As,g,m,t,t−1 = β∆Qs,g,m,t,t−1 + πst + ∆ωs,g,m,t,t−1 (10)

where s, g, m and t denote school, grade, subject and year, respectively. ∆As,g,m,t,t−1

represents changes in average test scores (i.e., Ās,g,t− Ās,g,m,t−1), ∆Qs,g,m,t,t−1 denotes

the difference in the mean predicted VA of the teachers to which students were exposed

(i.e. ¯V As,g,m,t − ¯V As,g,m,t−1), and πst represents school-year fixed effects. Finally,

∆ωs,g,m,t−1,t−s denotes the error term. In the absence of bias, β should be equal 1.58

Column (1) of Table 10 replicates Chetty et al. (2014) with our sample, using the

traditional level-only value-added estimates to generate ∆Qs,g,m,t,t−1. Columns (2)

shows the results from implementing this test within the context of our matching

framework. We obtained coefficients of 1.041 and 1.002, where both 95% confidence

intervals straddle 1, with [0.999, 1.083] and [0.961, 1.043], respectively. This implies

55It is important to clarify that while our multidimensional matching model incorporates almost
all of the students observables that we have available in our database, if sorting operates thorough
variables that are not included in zi then matching effects can be biased.

56The fact that VA measures are often used to implement specific policies (i.e., evaluate teachers)
underscores the importance of our contribution. Accounting for matching makes our VA estimates
more robust when used on non-experimental data. In particular, school administrators do not rely
on random assignment of teachers into classrooms when making personnel decisions based on VA
measures.

57The identification assumption is that changes in teacher VA across cohorts within a school
grade are orthogonal to changes in other determinants of student scores. Bacher-Hicks et al. (2014);
Gilraine and Pope (2020), using different databases, also implement this approach. Their findings
support the assumption that selection on observables is the main driver of teacher allocation into
different classrooms.

58Averages are taken at the school-grade-year level in order to avoid possible sorting within these
cells. Also note that as in Chetty et al. (2014) and Rothstein (2017), we pooled the observations for
math and reading and weight observations by the number of students in each cell.
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Table 14: Testing for Bias

Chetty et al.
(2014)

Quasi-Exp.
Test

Chetty et al.
(2014)

Quasi-Exp.
Test

Rothstein
(2017)

Placebo Test

Rothstein
(2017)

Placebo Test

Level-only
VAM

Matching
VAM

Level-only
VAM

Matching
VAM

∆Qs,g,m,t,t−1 1.041∗∗ 1.002∗∗ 0.074∗∗ -0.024

95% CI
[0.9994,
1.0827]

[0.9618,
1.0431]

[0.0241,
0.1233]

[-0.1034,
0.0552]

School x Year FE Yes Yes Yes Yes

Observations 25,078 25,078 25,078 25,078

Note: Results in columns (1) and (2) correspond to the specification described in eq.(10) where the
goal is to implement the test outlined in Chetty et al. (2014). ∆Qs,g,m,t,t−1 denotes the difference in
the mean predicted VA of the teachers to which students were exposed (i.e. ¯V As,g,m,t− ¯V As,g,m,t−1).
Columns (3) and (4) correspond to the placebo test proposed by Rothstein (2017) (i.e. the dependent
variable is changed from ∆As,g,m,t,t−1 to ∆As,g,m,t−1,t−2). Note that ∆Qs,g,m,t,t−1 takes different
values depending whether VA is calculated based on the linear-in-mean specification or the matching
specification. The sample that we have used for this analysis is the same that we used to estimate the
VA estimates with gross outlier student test scores (≥ 3 std. dev) trimmed and dropping students
with missing lagged tests scores in t− 2. Regressions are weighted by the number of students in the
school-grade-subject-year cell. 95% CI generated with standard errors clustered by school-cohort.

that both the linear-in-means and our matching model “pass” this test, though this

is somewhat expected in our context.

However, Rothstein (2017) argues that this type of placebo test is invalid. In

particular, he claims that such variation in the data is not as good as randomly

assigned but rather is correlated with pre-determined student characteristics that are

predictive of outcomes.59 Rothstein (2017) designs a placebo test, showing a positive

correlation between changes in mean teacher VA and changes in prior test scores,

which should be unimpacted by the current teacher. Such correlation, he claims, is

suggestive of the existence of bias in value-added estimates.

Our estimates are based on the same database that Rothstein (2017) used for his

59In a response to Rothstein (2017), Chetty et al. (2017) argue that Rothstein’s critique is not
valid. Our understanding is that the literature has not reached a consensus on this point. See
Rothstein (2017); Bacher-Hicks et al. (2014); Chetty et al. (2017) for detailed discussions.
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analysis, although our sample involves different years and grades. Therefore, to ana-

lyze the extent to which the problems highlighted may be present in our framework,

we replicate the placebo test. The test involves estimating a specification similar to

Eq. (10) but changing the dependent variable to ∆As,g,m,t−1,t−2 (i.e., lagged by one

period).60 This specification implies that when analyzing, for example, the change in

the mean predicted VA of 4th grade teachers in subject m at school s between years

t− 1 and t, the dependent variable is the change in 3rd grade scores across the same

students (i.e., from t − 2 to t − 1). If β is statistically different from zero, it could

suggest that the value-added estimates are biased. Column (3) of Table 10 shows

placebo test results when using traditional level-only value added estimates, while

column (4) relies on the matching value-added estimates. The statistically different

from zero result in column (3) reproduces Rothstein’s original critique of Chetty et al.

(2014). The matching VAM estimates, on the other hand, “passes” this test as well.

Overall, we interpret these findings as indicative that the matching framework is more

robust to bias than the level-only models.

60It is important to clarify that the analysis in this section relies on the best linear unbiased
predictors (i.e., shrinkage estimates) derived from equation (3).
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